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Abstract
Analog circuit sizing is challenging due to its large design space and con-
flicting performance objectives, requiring significant human expertise.
Recent Large Language Model (LLM)-based approaches assist design
exploration but typically operate at the netlist or design-point level,
requiring frequent API calls and high token consumption. This paper
presents LASO-BOSS, an LLM-driven Analog Sizing Optimization via
Bayesian Optimization and Sizing Strategies. LASO-BOSS leverages an
LLM to analyze circuit hierarchy and generate a multi-phase sizing strat-
egy that guides Bayesian Optimization (BO). By progressively narrowing
the search space and prioritizing performance objectives in each phase,
LASO-BOSS achieves more efficient optimization. Experimental results
demonstrate that LASO-BOSS consistently outperforms state-of-the-art
BO baselines, even with less than 50% of the original optimization bud-
get. Compared with existing LLM-driven BO methods, it requires only
two API calls and reduces token consumption by 6×–45×.
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1 Introduction
Analog circuit sizing is one of the most challenging tasks in analog de-
sign, involving highly coupled performance metrics, and has historically
relied on intensive human expertise [6, 7]. Automating this sizing pro-
cess is difficult due to the nonlinear nature of design space and complex
trade-offs among the conflicting specifications.Machine Learning-based
optimization techniques like Bayesian Optimization (BO) [8], Reinforce-
ment Learning (RL) [9], and Evolutionary Strategies (ES) [10] have been
widely adopted, typically treating analog sizing as a black-box task
focused on directly optimizing device parameters. While effective for
certain problems, they largely ignore domain-specific design knowl-
edge that human experts use to decompose, prioritize, and reason about
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Table 1: Comparison of different LLM-guided BO Methods for
Analog Sizing Optimization. (CS) circuit structure leveraged?, (F)
repeated LLM calls required?, (Opt)- Backend Optimizer.
Method CS F Opt LLM Role
ADO-LLM [1] × ✓ BO Initial Sampling + Next Candidate Suggestion
TopoSizing [2] ✓ ✓ TuRBO Circuit Analysis + Initial Sampling + Trust Region Update
LLM-USO [3] × ✓ BO Design Knowledge Learning + Next Point Suggestion
LEDRO [4] × ✓ TuRBO Parameter Range Suggestion
EESizer [5] × ✓ LLM Main Optimizer (deriving parameter values directly)
LASO-BOSS ✓ × TuRBO Circuit Analysis + Strategy Generation

circuit behavior. As a result, such methods often perform inefficient ex-
ploration in high-dimensional spaces, leading to redundant simulations,
slow convergence, or convergence to suboptimal solutions [4]. Recent
advances in Large Language Models (LLMs) have opened unprecedented
opportunities for analog design automation, especially in the sizing
task. By leveraging their reasoning and domain knowledge, LLMs can
guide design space exploration and improve optimization efficiency.
However, most existing approaches rely on an LLM-in-the-loop setup,
where the LLM is repeatedly queried to generate new design points [5,
11], or search regions [2, 4], as shown in Table 1. As discussed in [12, 13],
although LLMs are suitable for making top-level decisions, they have
poor capabilities when dealing with detailed numerical data. As a result,
prior work about LLM-based sizing optimization often exhibits two key
limitations: (i) high computational cost due to frequent LLM API calls,
often forcing researchers to rely on smaller token budgets [3, 14] that
sacrifice reasoning depth for efficiency; and (ii) limited scalability to
larger circuits, where LLMs often struggle to handle all design parame-
ters simultaneously, resulting in redundant exploration of previously
visited regions, generation of invalid design points, and unstable con-
vergence behavior [1]. In contrast, BO-based methods [8, 15] efficiently
balance exploration and exploitation through surrogate modeling but
require numerous costly simulations and retraining when design goals
change. These issues substantially hinder the applicability of existing
methods. To overcome these limitations, we propose LASO-BOSS (LLM-
driven Analog Sizing Optimization via Bayesian Optimization and Sizing
Strategies). LASO-BOSS generates a one-time, sequential sizing strategy,
akin to the approach taken by human designers that specifies which
subcircuits and performance metrics to prioritize, and how to allocate
iterations budgets. BO then executes this strategy by activating the
corresponding design parameters and defining phase-specific objec-
tive functions, enabling fine-grained parameter tuning throughout the
optimization process. Compared to recent LLM-driven analog sizing
approaches [1, 4, 5] and pure TuRBO [16], LASO-BOSS achieves better
Figures of Merit (FoMs) while using fewer LLM API calls and number of
tokens. Our main contributions are as follows:

• LLM-driven high-level planning: LASO-BOSS leverages LLM
reasoning to generate a one-time, high-level sizing strategy that
guides BO without repeated LLM queries.

• Efficient sequential optimization: The method shifts from flat, all-
at-once tuning to a structured, multi-phase process, improving
convergence and reducing the number of simulations and LLM
calls required.

• Explainability and scalability: The generated strategies, expressed
in natural language, enhance interpretability by clearly indicating
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Sizing Strategy Generation with LLM

mp1 net4 net4 VDD VDD 
mp2 net5 net4 VDD VDD 
mn1 net4 net2 net3 net3 
mn2 net5 net1 net3 net3
...

[
  {
   "selected_block": [3, 1],
   "weight_coeffients": [0.4, 0.3, 0.2, 0.1],
   "purpose": "Focus on the input stage to   
    improve gain and UGBW, while maintaining
    phase margin and power.",
   "phase_budget": 25,
  },
  ...
]

Sizing Optimization with TuRBO

Complete Circuit Env 
(with weight coefficients and

stop condition settings)

Multi-Phase TuRBO 
(optimize circuit with block

selection and customzed FoM)

Monitor 
(give signals to TuRBO to

move on next phases)

In this phase, let's use the following FoM 
for optimization

and only allow  the following parameters to be
updated, while others are fixed.
     - Input Differential Pair: [mn1, mn2]
move on to the next phase when:
# phase step  > 25% of MAX_ITERATIONS

excuted with

Circuit Analyzer

Sizing Planner

(prompt #1)

(prompt #2)

[
 {
  #(level, block index)   
  "block": [3, 1] 
  "devices": ["mn1", "mn2"], 
  "role": "Differential Pair/
   Input stage"
 },
 ...  
]

Circuit  Structure Information

Spec

Setup Circuit Env 

- Define FoM per phase 
- Map block selection to active parameters 
- Specify phase duration

(Sec. 3.2.1) (Sec. 3.2.2)

Figure 1: Method Overview. LASO-BOSS consists of two main components: (1) sizing strategy generation using an LLM, and (2) multi-
phase optimization guided by BO. The LLM generates a sequential sizing strategy, a portion of which is shown in JSON format in the
middle box. This strategy is then translated into active design parameters and a customized FoM for each optimization phase.

which subcircuits and performance metrics are prioritized in
each phase. This structured guidance scales effectively to larger
circuits with more design parameters.

The rest of this paper is organized as follows: Sec. 2 reviews related
work, Sec. 3 introduces the LASO-BOSS method, Sec. 4 provides experi-
mental results on op-amp circuits, and Sec. 5 concludes the paper.

2 Related Work
LLMs offer tremendous opportunities to incorporate design knowledge
into the analog design process, spanning from topology generation,
circuit synthesis [14], subcircuit identification [17], and layout genera-
tion [18]. For analog sizing, LLMs can leverage in-context learning to
iteratively refine the search and guide exploration toward more promis-
ing regions [1, 11]. For instance, [2, 4, 19] employ LLMs to propose
candidate design points or parameter regions, thereby narrowing the
search space. Somayaji et al. [3] further integrate LLM-guided sugges-
tions with BO for more efficient exploration, while Wu et al. [6] use
LLMs to generate loss functions for training. In more extreme cases,
LLMs can even replace conventional black-box optimizers, to directly
derive transistor behavioral parameters [20] or transistor width/length
values [5]. Despite these advances, most prior works adopt an LLM-in-
the-loop paradigm, requiring repeated queries to obtain feedback and
suggestions for the next steps [1, 2, 4, 5]. This approach is suboptimal
(e.g., LLMs may repeatedly suggest already explored regions) and costly,
especially when relying on high-performance commercial models. In
this work, we aim to unlock the potential of LLMs as strategic planners
for analog sizing, encoding high-level decisions in the sizing process
and enabling the optimizer to focus on a subset of metrics at each stage.

3 Proposed Method
In this section, we first define the sizing optimization problem, followed
by a detailed description of the proposed LASO-BOSS framework.

3.1 Problem Formulation
We consider the analog circuit sizing problem for a given circuit, for-
mulated as

x∗ = arg max
x∈R𝐷

𝑓 (F (x),S), given F (x) ∈ R𝑀 (1)

where x denotes the 𝐷-dimensional vector of design variables, F (·)
represents the circuit simulator that evaluates a design x and returns its
performance specifications, andS is the𝑀-dimensional vector of design
targets (e.g., gain𝐺 , unity-gain bandwidth𝑈𝐺𝐵𝑊 , power consumption
𝑃 , and phase margin 𝑃𝑀). The objective function 𝑓 (·) quantifies the
quality of a candidate design and is defined as a FoM that measures the
deviation between achieved specifications and design targets. Before

delving into the details of 𝑓 (·), we first define the 𝑖-th normalized spec-
ification to unify the evaluation of metrics with different magnitudes:

𝑟𝑚 (x) = 𝛼𝑚𝑤𝑚
F𝑚 (x) − S𝑚

max
(
|F𝑚 (x) |, |S𝑚 |

) (2)

where 𝛼𝑚 is a scaling coefficient, which equals to 1 for metrics need
to be maximized (e.g., 𝐺 ,𝑈𝐺𝐵𝑊 , 𝑃𝑀) and −1 for metrics that need to
be minimized (e.g., 𝑃 ). 𝑤𝑚 is the weighting coefficient for the 𝑚−th
performance metric, indicating its relative importance in contributing to
the overall FoM.We focus on a single-objective constrained optimization
problem, where the goal is to optimize a target metric 𝑡 while satisfying
all other design specifications as in [2]. The overall FoM is

𝑓 (F (x),S) = Rtarget (x) + Rnon-target (x) (3)

where Rtarget (x) =
{
𝑟𝑡 (x), if 𝑟𝑚 (x) ≥ 0, ∀𝑚 ≠ 𝑡,

min(0, 𝑟𝑡 (x)), otherwise,
(4)

Rnon-target (x) =
𝑀∑︁

𝑚=1,𝑚≠𝑡

min(0, 𝑟𝑚 (x)). (5)

Each non-target metric contributes only its violationmagnitude if it is
unsatisfied. A negative FoM, 𝑓 (·, ·) < 0, indicates that some constraints
are not satisfied, while 𝑓 (·, ·) > 0 indicates that all constraints have
been met.

3.2 Proposed LASO-BOSS Framework
We propose LASO-BOSS, which combines the reasoning capability of
LLMs with the efficiency of BO. As illustrated in Fig. 1, our framework
consists of two main components: an LLM-based strategic planner and a
Trust Region Bayesian Optimization (TuRBO) backend. The LLM serves
as a one-time strategic planner that generates a multi-phase sizing
blueprint, while TuRBO performs low-level parameter optimization
automatically based on the generated plan.

3.2.1 Sizing Strategy Generation with LLM. We rely on powerful
off-the-shelf LLMs to derive optimized sizing strategies. However, before
querying the LLM, it is essential to properly inform it about the circuit
structure and target specifications to ensure accurate understanding
and reduce the complexity of the generated sizing strategy. To this
end, we propose a simple preprocessing method that encodes circuit
information and guides the LLM to produce structured, ready-to-use
strategies for subsequent BO.

Subcircuit and Specification Prioritization Representation:
Rather than working directly at the device level, we represent circuits in
a form that is both information-rich and LLM-friendly. This representa-
tion must be compact, interpretable, and easy for LLMs to reason about
when performing sizing strategy generation, since LLMs are primarily



LASO-BOSS: LLM-driven Analog Sizing Optimization via Bayesian Optimization and Sizing Strategies MLCAD ’26, September 07–09, 2026, Jeju Island, Republic of Korea

pretrained on natural language data. Inspired by [2], we represent a
given circuit as a hierarchy of subcircuits across three levels: compo-
nent, module, and stage. Here, component refers to individual devices
(transistors, resistors, etc.), module corresponds to building blocks (e.g.,
differential pairs, current mirrors), and stage denotes functional stages
such as amplification, biasing, or feedback. This hierarchical informa-
tion is encoded in a JSON structure (an example is shown as response 2
in Fig. 2). We denote 𝜶 = [𝑖, 𝑗] as the 𝑗-th component/module/stage at
the 𝑖-th hierarchy level. While prior works [2, 21, 22] rely on dedicated
algorithms to extract such structural information, we instead leverage
LLMs through prompt engineering, similar to GENIE-ASI [17], which
provides greater flexibility in capturing and utilizing circuit structure,
as described in the following paragraphs.

For specification prioritization, we revisit (2) wherew ∈ R𝑀 denotes
the weight vector controlling the relative importance of each perfor-
mance metric. A larger𝑤𝑚 indicates higher prioritization of the𝑚-th
metric during optimization. With our formulation, the sizing strategy
reduces to selecting two components: the structural selection vector 𝜶
(i.e., what block to size) and the weight vector𝒘 (i.e., how to improve),
which is translated into which metrics to focus on and how they are
contributing to the target objective function. Together, they encode the
intent of each optimization phase. The key distinction of our approach
to previous works [4, 9] is that 𝜶 and 𝒘 are not fixed throughout the
optimization process. Instead, we generate a schedule for 𝜶 and𝒘 which
defines multiple sizing phases. While one could, in principle, use BO
or multi-agent RL to learn the optimal sequencing of block selection
and specification prioritization, such approaches are computationally
expensive, circuit-specific, and require retraining for each new design.
In contrast, we are interested in how LLMs can directly derive these
strategy vectors, offering a more efficient and circuit-agnostic solution.

Prompt Engineering for Circuit Analysis & Sizing Strategy
Generation: Given the above formulation, we employ two LLM agents,
Circuit Analyzer and Sizing Planner, to derive the sizing strategy
blueprint without any fine-tuning. This design ensures flexibility, al-
lowing easy substitution of different LLMs, while future models with
stronger reasoning abilities can further improve performance. A sim-
plified example of the prompts used for these two agents is shown in
Fig. 2. Specifically, the Circuit Analyzer performs structural analysis
of the circuit. It parses the SPICE netlist to enumerate all components,
modules, and stages. The prompt setup consists of a system prompt with
high-level instructions and a user prompt specifying the netlist input
and output format. The agent outputs a structured JSON containing the
subcircuit representations used for 𝜶 , textual descriptions, and device
lists for each subcircuit. Optionally, schematic diagrams can be provided
(if Vision-Language Models are used) to enhance parsing accuracy. This
enriched structural representation enables more informed reasoning
about subcircuit selection in later stages. After structural extraction,
the Sizing Planner receives the same SPICE netlist, along with the
problem description, design objectives, and the verbalized definition of
the FoM. It generates a multi-phase sizing strategy where only a subset
of subcircuits and performance metrics are optimized per phase. For
each phase, the output includes the selected subcircuits 𝜶 , weighting
coefficients 𝒘 for constructing the FoM, and the allocated phase bud-
get (as a percentage of the total iterations). Additionally, it provides a
natural-language rationale for each phase, describing its intent (e.g.,
“increase input transconductance and DC gain without exceeding the
power budget by tuning the PMOS input pair and tail current”), which
also enhances interpretability, allowing human experts to inspect the
reasoning behind each phase. The complete sizing strategy is formatted
in JSON for seamless integration with the BO in next steps.

Role: System (starting prompt)
You are an analog IC designer and SPICE netlist parser. Given a
SPICE netlist and a schematic image, parse and produce a
hierarchical JSON decomposition (3 levels) of the op-amp
suitable for an automated sizing agent. Please repeat the prompt
back as you understand it.
(other input, output, naming & behavior rules, demonstration
examples are truncated to save space)

Role: User

Role: Assistant (Response)

  Circuit Analyzer Prompt: Structure Analysis (Prompt #1)

Input SPICE Netlist:

M3 d3 in2 midp vdd pmos 
M4 d4 in1 midp vdd pmos 
M6 midp bias1 vdd vdd pmos
M1 d1 in1 midn 0 nmos 
M2 d2 in2 midn 0 nmos 

{
  "Hierarchical Level 1": {
    "0": {"description": "PMOS bias device", "devices": ["XM0"]},
    "1": {"description": "PMOS bias device", "devices": ["XM1"]},
     ....
  },
  "Hierarchical Level 2": {
    "0": {"description": "PMOS input differential pair", "devices": ["XM8","XM9"]},
    "1": {"description": "NMOS current mirror load", "devices": ["XM12","XM13"]},
    ....
  },
  "Hierarchical Level 3": {
    "0": {
      "description": "First stage (input differential amplifier with active load)",
      "devices": ["XM8","XM9","XM12","XM13","XM14","XM15","XM16"]
    },
    ...
}

Role: System (starting prompt)
You are an experienced analog circuit designer. You are given a SPICE netlist together with
hierarchical building block information (transistor names and their functions in the given netlist).
You want to do sizing optimization, which finds the solution that satisfies the following
specifications: Gain >=60 dB, UGBW >= 1.0e6, PM >= 60, Power <= 10e-3 with the Skywater
130 PDK, which translates into maximizing Figure of Merits (FoMs). In our sizing problem, we
aim to maximize the FoM. The FoM is defined as the weighted sum of the deviation errors
between the achieved and target values for each performance metric, with each term scaled by
its corresponding weighting coefficient. FoM gets more negative when the gain achieved < target
gain, UGBW achieved < target UGBW, PM achieved < target PM, power achieved > target
power. Basically, you are not penalized for doing better (getting more than target gain, getting
lower power, etc). Bayesian Optimization is used to find optimal design parameters, but it usually
results in many redundant simulation steps. Your task is to derive an efficient multi-phase sizing
optimization strategy, based on selecting which block to focus on, and the weight coefficients for
each phase.
The generated strategy should aim to quickly meet all design targets with minimal simulation
steps required. Normalize weight coefficients between 0 and 1, and sum of weight coefficients is
1. When designing phases, compute Euclidean distance between adjacent normalized weight
vectors and ensure it remains < 0.25 to avoid disrupted transitions.
Please return your strategy in the following format: 

Make sure at the end of the last phase, all constraints: Gain >=60 dB, UGBW >= 1.0e6, PM >=
60, Power <= 10e-3 are satisfied. Also keep into account that Bayesian Optimization still requires
some explorations in the begining when defining phases, block selection, weight coefficient
construction, etc. As we do not start with good starting design points, the first phase should
enable exploring all possible design parameters (all devices in the netlist). Try to keep the
number phases as low as possible (e.g., by merging some similar phases).
Let's think step by step.

  Role: User Role: Assistant (Response)

  Sizing Planner Prompt: Sizing Strategy Generation (Prompt #2)

Input SPICE Netlist: 
Circuit Structure Information: 

(refer to the output of the first block of Fig. 1 -
Overview method)

[
  {
    "selected_block": [[1, 2]], ## Hierarchical Level 1, 2nd subcircuit block.
Multiple blocks can be selected using the notation [[level, sub-block],
[level, sub-block], ...].",
    "weight_coefficients": [0.4, 0.25, 0.25, 0.1], ##"Weight coefficients for
gain, UGBW, phase margin, and power, respectively.",
    "purpose": "Explain the purpose or objective here.",
    "phase_budget": 5, #"The percentage of the total optimization budget
allocated to this phase (e.g., 5% of the total optimization budget).",
    "stop_condition": "Add stopping conditions here. After achieving this
condition, the process will move to the next phase. Keep in mind that stopping
conditions should be robust to avoid fluctuations during optimization, as once
we move to the next phase, we cannot go back."
  }
  ...
]

Figure 2: Prompts used in LASO-BOSS. The highlighted parts
change depending on the target specifications or circuit.

3.2.2 Bayesian Optimization Backend. Given the efficiency and
robustness of the recently proposed TuRBO [16] in analog sizing [15],
we adopt TuRBO as the core optimizer to find the optimal x∗ in (1). For
simplicity, LASO-BOSS is implemented on top of TuRBO-1 (using a sin-
gle trust region). In LASO-BOSS, LLM-generated strategies operating at
the global planning level, while TuRBO focuses on local numeric tuning.
Once a sizing strategy is generated, it orchestrates TuRBO to update
only the parameters relevant to the active subcircuits (e.g.,𝑊 /𝐿, bias
currents) and to evaluate only the active performance metrics. Specially,
the optimization is divided into multiple phases: in each phase, a subset
of design parameters (defined by the sizing strategy) is optimized while
the rest are fixed. Correspondingly, the weight coefficients in the FoM
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Figure 3: Evaluation circuits: TSA (left), NMCF (middle), and CLIA (right). For the TSA circuit, we use red, green, and brown labels to
mark sub-circuits at the: component,module, and stage levels, respectively, as sizing strategies for this circuit will be discussed in the
later subsections.

(i.e.,𝑤𝑚 in (2)) are updated. Each phase continues for a specified number
of iterations, based on its allocated phase budget.

Several modifications have been made to efficiently use TuRBO as the
backend optimization: 1○ For each phase, we construct new optimization
variables along with updated lower/upper bounds for TuRBO. While
standard practice recommends 2 to 5d initial points (where 𝑑 is the num-
ber of parameters) [23], we reduce this number under the assumption
that (i) the search space becomes smaller after decomposition, and (ii)
the later LLM-guided phases mainly focus on balancing metrics rather
than broad exploration. 2○ To ensure continuity, instead of instantiating
a new TuRBO instance for every phase, we modify TuRBO to retain past
observations. This prevents abrupt resets and improves stability across
phases. 3○ Finally, since the early LLM-generated phases already en-
courage broad exploration, continuing to explore widely in later stages
becomes inefficient. To address this, we modify TuRBO by progressively
shrinking its parameter search space over successive phases. For sim-
plicity, we gradually reduce the trust-region initial and maximum sizes,
from 0.8 and 1.6 (as in the original implementation [24]) down to 0.1 and
0.5 in the final phase. This focuses the search on smaller neighborhoods,
improving convergence speed and stability in later phases.

4 Experiments and Evaluations
4.1 Experimental Methodology
4.1.1 Circuit Benchmarks. We evaluate the proposed method on
operational amplifiers, a good benchmark in analog sizing research [2,
4, 9, 14]. Specifically, we consider three designs popular in analog siz-
ing literature: a Two-stage Single-output Amplifier (TSA) [9], a Three-
stage Nested Miller Compensated with Feedforward Gm stage Amplifier
(NMCF) [25], and a Cascode Miller-Compensated Three-stage Amplifier
With Local Impedance Attenuation (CLIA) [26]. The schematics of these
designs are shown in Fig. 3, and the design spaces and parameter ranges
for each circuit are summarized in Table 2. The device-matching infor-
mation (i.e., sizing relationships) and specification targets are adopted
from AnalogGym [27] and their original work [9, 25, 26].

4.1.2 Evaluation Metrics. We consider performance, sample effi-
ciency, and LLM resource usage as the major evaluation metrics. Perfor-
mance is measured using the FoM as defined in Sec. 3.1. To ensure fair
comparison across methods, we report the unweighted FoM, where all
performance metrics 𝑟𝑚 (x) are assigned equal weight (i.e., 𝑤𝑚 = 1/4
for four metrics). In all experiments, we consider Gain as the primary
target metric, while others are treated as non-target metrics, based on
the common assumption that Gain is the primary design objective in
amplifier circuits. For sample efficiency, we use the number of optimiza-
tion steps as commonly used in previous works [4]. For the LLM usage
metric, we count the number of LLM API calls and the total number of
tokens usage (sum of input, output and thinking tokens). We estimate
execution time as the average simulator time per iteration (TSA: 5.0s,
NMCF: 1.86s, CLIA: 5.28s) multiplied by each method’s number of opti-
mization iterations, plus the LLM token-generation latency (from [28]),
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Figure 4: Performance comparison between LASO-BOSS (using
GPT-5) and other TuRBO baselines. The background color rep-
resents a specific phase during optimization, applicable for our
LASO-BOSS only, since other baselines do not use phases.
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Figure 5: LASO-BOSS Performance comparison between different
LLMs for sizing strategy generation.

computed from total token usage. This estimation avoids variability
introduced by server load and network conditions. Each experiment was
repeated 10 times, and we report the mean ± standard deviation of the
maximum FoM. All experiments ran on an AMD Ryzen Threadripper
PRO 5955WX (1.8 GHz, 16 cores) with 128 GB RAM under Ubuntu 22.04.

4.1.3 Implementation Details. TuRBO and LASO-BOSS are both im-
plemented using gpytorch [29] for Gaussian Process modeling. Circuit
simulations are performed using Ngspice 44.2 [30]. The Skywater130 nm
PDK [31] under TT corner is used for all experiments. The design pa-
rameter boundaries are defined by the maximum and minimum values
imposed by the technology node. Following [4], each run is allocated
an optimization budget of 1200 iterations unless stated otherwise, with
the first 100 iterations reserved for initial sampling. The temperature
for all LLMs is set to 1.0, and the reasoning effort is configured to the
highest level. To ensure the robustness, we conduct ten independent
runs, and the initial points are drawn randomly from the design space.

4.2 Evaluation Demonstration
4.2.1 Efficient Circuit Sizing with LLM-Guided Strategy. We
first demonstrate that the LLM-generated sizing strategy significantly
improves the sampling efficiency of our TuRBO backend. Fig. 4 com-
pares optimization curves for different TuRBO configurations with
varying numbers of trust regions (TuRBO-1, TuRBO-5, TuRBO-10). All
TuRBO baselines perform optimization over the full device parameter
space throughout the process. In contrast, our proposed LASO-BOSS
framework follows a sequence of focused design subspaces defined by
the LLM-generated sizing strategy. With the same given optimization
budget, LASO-BOSS consistently outperforms the TuRBO baselines.
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Table 2: Circuit design parameters, and specification targets for three benchmark circuits.
Circuit Two Stage Op-Amp (TSA) Three Stage Nested Miller Compensated

with Feedforward Gm stage Op- amp (NMCF)
Cascode Miller-Compensated Three-Stage Amplifier

With Local Impedance Attenuation (CLIA)
Technology Skywater 130 PDK
Load Capacitance 2pF 10 pF 560pF

Device
search space

#13 params
6 transistors (width, length) values ∈ [0.42, 100] × [0.15, 4]

1 capacitance value ∈ [0.2, 20]

#17 params
7 transistors (width, length) values ∈ [0.42, 100] × [0.15, 4]

1 bias current value ∈ [1𝑒−6, 1𝑒−2]
2 capacitance values ∈ [1,50]

#20 params
7 transistors (width, length) values ∈ [0.42, 100] × [0.15, 4]

1 bias current value ∈ [1𝑒−6, 1𝑒−2]
1 resistance value ∈ [10, 5000], 2 capacitance values ∈ [1,50]

Specification Gain ≥ 60 dB, UGBW ≥ 10 MHz,
PM ≥ 60𝑜 , Power ≤ 0.2 mA

Gain ≥ 130 dB, UGBW ≥ 1 MHz,
PM ≥ 60𝑜 , Power ≤ 10 mA

Gain ≥ 130 dB, UGBW ≥ 15 MHz,
PM ≥ 60𝑜 , Power ≤ 0.2 mA
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(a)

GPT-5 GPT-4o
Phase 1 [[3, 0], [3, 1], [3, 2]] [[3, 0], [3, 1], [3, 2]]
Phase 2 [[3, 0], [3, 1]] [[2, 0], [2, 5]]
Phase 3 [[3, 2], [3, 1]] [[2, 6], [2, 7]]
Phase 4 [[3, 1], [3, 2]] [[2, 1], [2, 5]]

Claude 4.5 DeepSeek V3
Phase 1 [[3, 0], [3, 1], [3, 2]] [[3, 0], [3, 1], [3, 2]]
Phase 2 [[3, 0], [2, 0], [2, 2]] [[3, 0], [3, 2]]
Phase 3 [[2, 7], [3, 1]] [[3, 1], [3, 2]]
Phase 4 [[3, 2], [2, 5], [2, 6]] [[3, 0], [3, 1], [3, 2]]
Phase 5 [[3, 1], [2, 3], [2, 4]]

(b)
Figure 6: Evolution of weight coefficients (left) and subcircuit
selections (right) for the TSA circuit using sizing strategies gen-
erated by different LLMs. The corresponding subcircuits are an-
notated in Fig. 3.

[
  {
    "selected_block": [[3, 0], [3, 1], [3, 2]],
    "weight_coefficients": [0.3, 0.3, 0.25, 0.15],
    "purpose": "Global exploration across all devices to map trade-offs and establish
feasible biasing for gain/UGBW/PM with a soft cap on power.",
    "phase_budget": 15,
    "stop_condition": {
        "type": "composite",
        "conditions": [
            {"metric": "FoM", "operator": ">", "value": -0.08, "window": 20},
            {"metric": "gain", "operator": ">=", "value": 2213594, "window": 15},
            {"metric": "ugbw", "operator": ">=", "value": 7000000, "window": 15},
            {"metric": "pm", "operator": ">=", "value": 55, "window": 15},
            {"metric": "no_improve_iters", "operator": ">=", "value": 30},
         ],
        "logic": "OR",
     },
  },
  {
    "selected_block": [[3, 0], [3, 1]],
    "weight_coefficients": [0.42, 0.26, 0.2, 0.12],
    "purpose": "Target first-stage gain and output resistance using input pair, active
load and cascodes; tune bias currents to raise DC gain while keeping power moderate.",
    "phase_budget": 30,
    "stop_condition": {
            // truncated to save space.
    },
  },
  {
    "selected_block": [[3, 2], [3, 1]],
    "weight_coefficients": [0.34, 0.34, 0.22, 0.1],
    "purpose": "Tune second stage gm and compensation (XC0, XC1) to meet UGBW and improve
phase margin; bias currents adjusted as needed for pole/zero placement.",
    "phase_budget": 35,
     "stop_condition": {
            // truncated to save space.
     },
  },
  {
    "selected_block": [[3, 1], [3, 2]],
    "weight_coefficients": [0.25, 0.28, 0.27, 0.2],
    "purpose": "Final polish: tighten stability margin and reduce power while preserving
gain and UGBW via bias network, output stage, and compensation fine-tuning.",
    "phase_budget": 20,
    "stop_condition": {
            // truncated to save space.
    },
  },
]

Figure 7: Generated sizing strategy for optimizing the TSA cir-
cuit using GPT-5. In this work, only the phase_budget attribute
determines the duration of each phase.
Although its early phases may not show any clear advantages, its im-
provement becomes evident in the later phases. The baseline TuRBO
runs exhibit noticeable instability as optimization progresses, due to ex-
ploration within the full high-dimensional design space and fluctuating
trust region adjustments, leading to oscillating FoM values. In contrast,
LASO-BOSS dynamically adapts its design search space between phases
and progressively reduces both the maximum and initial trust region
sizes. This phase-wise refinement results in more stable convergence
and smoother optimization trajectories.

In LASO-BOSS, the duration of each phase is determined by the
phase budget specified in the LLM-generated sizing strategy, expressed
as a percentage of the total optimization budget. This design allows
easily scaling of the optimization steps while maintaining proportional
phase lengths. Table 3 compares the performance of LASO-BOSS (with
sizing strategies generated with GPT-5) and TuRBO baselines. We use
TuRBO-1, TuRBO-5, TuRBO-10 with 1200 iterations as strong baselines,
since they have no additional hyperparameters related to phase length.
We denote LASO-BOSS ×𝜆 as the variant where the total optimization

Table 3: Comparison of maximum FoM (mean ± std) between
LASO-BOSS and TuRBO under varying iteration budgets (×0.8
indicates using only 80% of the original 1200 iterations).

TSA NMCF CLIA
TuRBO-1 0.989 ± 0.002 0.470 ± 0.490 0.181 ± 0.517
TuRBO-5 0.983 ± 0.003 0.635 ± 0.411 0.086 ± 0.545
TuRBO-10 0.981 ± 0.008 0.191 ± 0.749 0.107 ± 0.439
LASO-BOSS × 1.0 0.992 ± 0.001 0.930 ± 0.036 0.309 ± 0.551
LASO-BOSS × 0.8 0.991 ± 0.002 0.854 ± 0.108 0.132 ± 0.651
LASO-BOSS × 0.6 0.989 ± 0.002 0.919 ± 0.037 0.188 ± 0.660
LASO-BOSS × 0.5 0.990 ± 0.003 0.838 ± 0.140 0.275 ± 0.661
LASO-BOSS ×0.3 0.977 ± 0.012 0.649 ± 0.548 -0.009 ± 0.544

budget is scaled by a factor of 𝜆 from the original 1200 iterations. For
TSA and NMCF, even when the optimization budget is scaled down
by a factor of 0.3, LASO-BOSS still outperforms the TuRBO baselines,
with negligible performance drop compared to the full budget of 1200
iterations (LASO-BOSS ×1.0), and all FoMs remain positive, indicating
that all target specifications are met. For CLIA, LASO-BOSS maintains
superior performance with a 0.5× budget reduction, though reducing
it to 0.3× results in negative FoMs, indicating unsatisfied specifica-
tions. These observations suggest that a well-structured optimization
sequence (i.e., targeting specific subcircuits and performance metrics
as in LASO-BOSS) can reduce redundant simulations while delivering
superior results. Integrating an LLM-generated sizing strategy enhances
performance, improves stability, and accelerates convergence. Across
all evaluated circuits, LASO-BOSS outperforms TuRBO baselines while
using only 50% of the original optimization budget.

4.2.2 Sizing Performance with Different LLMs. The performance
of LASO-BOSS heavily depends on the quality of the LLM-generated
sizing strategy. In this subsection, we evaluate LASO-BOSS guided
by strategies generated from several modern LLMs, including GPT-4o,
GPT-5, Gemini 2.5 Pro, DeepSeek V3, and Claude 4.5. Fig. 5 shows the
optimization results for three benchmark circuits. As observed, the FoM
trends remain highly consistent across models, demonstrating both
the robustness of LLMs in guiding the optimization process and the
effectiveness of our prompt engineering in conveying circuit informa-
tion and problem context for generating reliable sizing strategies. Fig. 6
further illustrates the evolution of weight coefficients and subcircuit
selections for the TSA circuit to better understand the LLM-generated
sizing strategies. Across all LLMs, the generated strategies tend to prior-
itize Gain and UGBW optimization in the early phases, assign moderate
importance to PM in the middle phases, and focus on power efficiency
and global trade-offs in the final phases. In the last phase, all weight
coefficients converge near uniform values (in this case, 0.25, since we
consider 4 metrics in total), indicating that the LLMs aim for overall
performance balance during the last phase. In Fig. 6b, we illustrate the
subcircuit selection using GPT-5 as an example, and following the nota-
tion introduced in Sec. 3.2.1, where [𝑖, 𝑗] denotes the 𝑗-th subcircuit at
the 𝑖-th hierarchical level. We observe that the generated strategy first
targets the first and second amplification stages (phase 2) to enhance
Gain and UGBW, then shifts toward the second stage (𝜶 = [3, 1]) and
biasing network (𝜶 = [3, 2]) to improve PM in phase 3. The final phase
focuses on fine-tuning the biasing and second-stage circuits for balanced
performance. The detailed sizing strategy generated by GPT-5 is shown
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Table 4: Performance comparison of LASO-BOSS and other LLM-based BO approaches based on maximum FoM (mean ± std). Asterisk
symbol (∗) denotes cases where the optimized netlist could not be simulated, so no FoM was reported.

Optimization Budget TSA NMCF CLIA
# LLM API calls # Token used (×103) Token ratio # Iterations Opt. time (h) FoM Opt. time (h) FoM Opt. time (h) FoM

TuRBO-1 0 0 0 105 0.15 0.930 ± 0.113 0.05 -0.004 ± 0.431 0.15 -0.110 ± 0.370
TuRBO-5 0 0 0 105 0.15 0.964 ± 0.024 0.05 -0.221 ± 0.365 0.15 -0.128 ± 0.377
TuRBO-10 0 0 0 105 0.15 0.960 ± 0.000 0.05 -0.359 ± 0.151 0.15 -0.236 ± 0.000
ADO-LLM (GPT-5)2 1 + 20 675 45× 105 2.79 0.981 ± 0.003 2.7 -0.218 ± 0.009 2.8 -0.230 ± 0.010
ADO-LLM (Gemini 2.5 Pro)2 1 + 20 195 13× 105 1.19 0.214 ± 0.569 1.1 -0.352 ± 0.033 1.2 0.058 ± 0.544
EESizer (GPT-5)3 5 (initial) + 4 × # iterations 150 10× 3 0.59 -0.243 ± 0.116 0.59 ∗ 0.59 ∗
EESizer (Gemini 2.5 Pro) 1 5 (initial) + 4 × # iterations 150 10× 3 0.81 -0.24 0.8 -0.86 0.81 -0.22
LASO-BOSS (GPT-5) 2 15 1× 105 0.21 0.983 ± 0.000 0.11 -0.716 ± 0.082 0.21 -0.232 ± 0.000
LASO-BOSS (Gemini 2.5 Pro) 2 15 1× 105 0.23 0.589 ± 0.547 0.13 -0.672 ± 0.067 0.23 -0.180 ± 0.399
LEDRO (GPT-5)3 [10...20] 412 27× 1200 3.28 0.988 ± 0.001 2.23 0.030 ± 0.379 3.37 0.256 ± 0.533
LEDRO (Gemini 2.5 Pro)3 [10...20] 96 6× 1200 2.18 0.991 ± 0.001 1.13 0.827 ± 0.040 2.27 0.158 ± 0.595
LASO-BOSS (GPT-5) 2 15 1× 1200 1.75 0.992 ± 0.001 0.7 0.950 ± 0.009 1.84 0.102 ± 0.586
LASO-BOSS (Gemini 2.5 Pro) 2 15 1× 1200 1.73 0.992 ± 0.001 0.68 0.930 ± 0.036 1.82 0.309 ± 0.551

Superscript 𝑥 denotes approaches averaged over 𝑥 runs (𝑥 < 10), primarily due to their high evaluation cost and/or frequent occurrence of invalid designs or parameter ranges.

in Fig. 7. It clearly illustrates the purpose of each phase, significantly
enhancing explainability and providing valuable insights for designers
to understand the objectives of each phase, enabling quick assessment
and refinement when necessary. This phase-wise prioritization closely
resembles the manual sizing workflow described in [32, 33], showing
that LLMs can emulate expert-like decision making.

4.2.3 Comparison with other LLM-based BO Approaches. We
compare LASO-BOSS with three recent LLM-based analog sizing meth-
ods: LEDRO [4] (LLM-guided parameter range suggestion), ADO-LLM [1]
(LLM-assisted candidate generation), and EESizer [5] (direct LLM-driven
sizing). Although these methods leverage LLMs at different abstraction
levels, they provide strong baselines for comparison. We use the official
implementations of LEDRO and EESizer, and re-implement ADO-LLM
following its original workflow and hyperparameter settings. All meth-
ods are evaluated using structured-output LLMs (GPT-5 and Gemini
2.5 Pro), chosen for their high throughput (300K TPM), which supports
large-scale experiments beyond the limits of typical 30K TPM models.
We retain each method’s original optimization budget: 1200 iterations
for LEDRO, 105 for ADO-LLM, and 25 for EESizer. The lower bud-
gets of ADO-LLM and EESizer reflect the high cost and context-length
limitations of repeated LLM interactions. Table 4 summarizes results
across three circuits. To account for the differences in iteration counts
across methods, we also evaluated TuRBO and LASO-BOSS under a
low-budget setting, using only 105 iterations to match the maximum
iteration limit of ADO-LLM. In this configuration, the number of initial
samples was set to 5, with the remaining 100 iterations dedicated to
optimization. The middle vertical line separates the results obtained
under low- and high-budget optimization settings. Overall, LASO-BOSS
achieves the best performance while requiring only 2 LLM API calls
(1 for circuit analysis, and 1 for sizing strategy generation) and min-
imal token usage, approximately 10 × 103 tokens for circuit analysis
and 5 × 103 tokens for sizing strategy generation, resulting in 6× to
45× fewer tokens compared to other methods. ADO-LLM requires 21
calls per run but struggles to converge under its small iteration budget.
EESizer consumes the most tokens and often generates invalid SPICE
netlists, especially for larger circuits like NMCF and CLIA. The long
netlists and parameter definitions in these designs make it challenging
for LLMs to produce correct SPICE files across iterations. Additional
issues during modification, such as giving wrong PDK paths or over-
simplified netlists, further cause simulation failures. As a result, many
netlists cannot be simulated and no FoM are reported (marked with as-
terisk symbols in Table 4 ), and optimization typically terminates within
just 3 iterations. LEDRO performs about 10 feedback and reflection calls
per run but often produces invalid parameter ranges, especially when
using Gemini 2.5 Pro for the initial queries. Consequently, we frequently
restart the optimization to obtain feasible ranges and maintain a consis-
tent number of valid runs. In general, as circuit complexity increases,

Table 5: The impact of LASO-BOSS configurations on FoM.
Configurations TSA NMCF CLIA

LASO-BOSS
(GPT-5)

only weight cofficient adaption 0.987 ± 0.003 0.780 ± 0.109 0.076 ± 0.542
+ block selection 0.988 ± 0.004 0.816 ± 0.115 0.187 ± 0.671
+ TR shirnking 0.992 ± 0.001 0.950 ± 0.009 0.102 ± 0.586

LASO-BOSS
(Gemni)

only weight cofficient adaption 0.985 ± 0.006 0.857 ± 0.063 0.022 ± 0.538
+ block selection 0.988 ± 0.005 0.792 ± 0.136 0.181 ± 0.673
+ TR shirnking 0.992 ± 0.001 0.930 ± 0.036 0.309 ± 0.551

these LLM-heavy methods degrade, LEDRO suffers unstable range up-
dates, ADO-LLM stagnates, and EESizer loses structural consistency.
In contrast, LASO-BOSS produces one high-level sizing strategy, then
delegates the inner-loop optimization entirely to TuRBO, requiring no
further LLM interaction and eliminating redundant queries.

4.2.4 Ablation study. In this subsection, we conduct an ablation study
to assess the contribution of key components in the LASO-BOSS frame-
work, including weight adaptation, block selection, and progressive
trust region (TR) shrinking. Table 5 presents the impact of each con-
figuration on the FoM, using sizing strategies generated by two LLMs:
Gemini 2.5 Pro and GPT-5. For the TSA circuit, using weight adaptation
across phases alone is sufficient to achieve strong performance, though
combining weight adaptation with block selection and TR shrinking
further improves the results. For NMCF and CLIA, incorporating both
block selection and TR shrinking is crucial, as each contributes signifi-
cantly to FoM improvements. In general, while simpler circuits show
limited sensitivity to these configurations, they become essential for
optimizing performance in larger, more complex designs.

5 Conclusion and Future Work
Integrating LLMs into analog sizing introduces a trade-off between gran-
ularity and efficiency: using LLMs for low-level optimization incurs high
API costs, while relying solely on them for full-circuit optimization of-
ten leads to suboptimal results as circuit complexity grows. LASO-BOSS
strikes a balance by using a one-time LLM-generated sizing strategy
to guide the entire optimization process. This approach leverages the
reasoning and domain knowledge of LLMs at minimal additional cost,
enhancing explainability and bridging human and algorithmic decision-
making. While the current implementation uses fixed phase budgets for
transitions, this may lead to premature or delayed phase shifts. Future
work will explore adaptive phase transition mechanisms that dynami-
cally respond to performance trends (e.g., Bode plot behavior or metric
improvements, as shown in Fig. 7 with the stop_conditions attribute,
where LLMs can provide additional signals to determine phase progres-
sion) to further improve efficiency. Overall, LASO-BOSS demonstrates
that combining LLM-guided strategic reasoning with conventional op-
timization algorithms enables scalable, interpretable, and cost-effective
analog design automation.
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