Efficient Priority-Aware Scheduling for Parallel
Circuit Execution in Distributed Multi-QPU Systems

Patrick Hopf*T, Nils Quetschlich*, Robert Wille*
*Chair for Design Automation, Technical University of Munich, Munich, Germany
TMQSC, Garching near Munich, Germany
Software Competence Center Hagenberg, Hagenberg, Austria
Email: {patrick.hopf, nils.quetschlich, robert.wille} @tum.de
www.cda.cit.tum.de/research/quantum

Abstract—Distributed multi-QPU infrastructures share scarce
devices across many users, making circuit scheduling a key
systems-software challenge. However, major providers (Amazon,
Microsoft, IBM, Quantinuum) mostly rely on simple priority-based
FIFO strategies that preserve fairness but ignore coordinated
multi-QPU execution. We propose priority-aware scheduling that
casts quantum circuit scheduling as a classical packing problem,
integrates with distributed quantum software stacks, and is
released as an open-source implementation. Experiments show a
47% reduction in makespan and a 77% increase in throughput
over industry FIFO, and a 23% improvement over the strongest
academic baseline.

Index Terms—quantum computing, distributed quantum com-
puting, scheduling, multi-QPU systems, resource management

I. INTRODUCTION

Quantum computing leverages superposition and entangle-
ment to tackle problems beyond classical reach, with Quantum
Processing Units (QPUs) realized, e.g., via superconducting
qubits, trapped ions, and neutral atoms. As these technologies
mature, access is increasingly organized through shared and
networked infrastructures, including public initiatives—e.g., the
Chicago Quantum Exchange', Quantum Delta NL?, RIKEN?,
and the Munich Quantum Valley*—as well as industry plat-
forms (Amazon Braket®’, Microsoft Azure®, IBM Quantum’,
Quantinuum Nexus®).

These multi-QPU infrastructures rely on quantum circuit
scheduling to distribute jobs across devices, yet major platforms
primarily count on priority-based First In First Out (FIFO)
schemes, missing the potential of parallel circuit execution.
We address this gap by modeling scheduling as a classical 2D
packing problem; the resulting method integrates with priority
mechanisms in state-of-the-art software stacks and is released
as open source.

Experiments on a representative stack show a 47% reduction
in queue makespan (total execution time) and a 77% increase
in throughput (jobs per unit time) over industry FIFO, and a
22% improvement over the best academic baseline—offering
an effective answer to scarce, costly QPU utilization.

II. QUANTUM CIRCUIT PROCESSING WORKFLOW

Quantum programs are expressed as circuits—sequences
of gates and measurements over qubits, executed in shots
to yield probabilistic distributions. Quantum software stacks
expose multi-QPU hardware, often integrated with HPC en-
vironments [1]], [2]], through the four-stage pipeline shown in
(a) Decomposition, (b) QPU Selection, (c) Compilation,
and (d) Scheduling—the focus of this work. The modular
separation enables independent optimization of each stage.
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a) Decomposition: Limited qubit counts and coherence
times motivate decomposing a circuit C into executable sub-
circuits JF;. Circuit cutting—gate- and wire-cutting—reduces
qubit width and depth [3]], [4] at the cost of a sampling overhead
from reconstructing C from sub-circuit results [5]]; for mod-
ularity, we consider cutting without classical communication.
In practice, decomposition is also applied at the shot level,
splitting a job into multiple instances of the same circuit with
fractional shot counts®.

b) QPU Selection: A suitable QPU is then chosen per
sub-circuit. QPU selection heuristics enforce basic requirements
(qubit count, user preferences, access rights) and balance load
across devices [|6]; ML-based methods can be used to predict
post-compilation result quality [7].

c) Compilation: Each (sub-)circuit is then compiled for
its target QPU, covering gate synthesis into the native gate set
as well as qubit mapping and routing onto physical qubits [],
[9l, minimizing gate counts and thus error rates [[10].

d) Scheduling: The multi-user/multi-QPU nature of dis-
tributed stacks turns execution into a complex scheduling
problem: sub-circuits from the same job may run on different
devices or in parallel, and queues form when QPU resources
cannot meet demand. The setting parallels HPC, logistics, and
personnel scheduling, where systems like Slurm [|11] efficiently
manage CPU/GPU/memory allocation. Classical strategies have
been adapted to distributed multi-QPU settings [[12f], [[13]], but
research remains in early stages, and stack-ready solutions are
scarce. The next section reviews state-of-the-art schedulers,
exposing significant missed potential and motivating this work.

III. MOTIVATION

Classical HPC schedulers pursue fair, efficient allocation
via backfilling and preemption [14], [15]], interleaving jobs in
parallel to meet four scheduling objectives:

1) Priority preservation: Ensure that high-priority jobs are

executed before low-priority jobs.

2) Order preservation: Ensure that new jobs do not delay

same- or higher-priority jobs (that have arrived before).

3) Maximizing throughput: Maximize the number of jobs

completed per unit of time across all queues.

4) Minimizing makespan: Minimize the total execution time

of each individual queue.

The same objectives apply to quantum platforms, yet
Amazon, Microsoft, IBM, and Quantinuum emphasize access
fairness and priority handling, rather than optimization of
concurrent circuit placement on shared resources. Concretely,
Braket and Azure use per-circuit FIFO queues that prioritize
iterative jobs with classical processing, while IBM Quantum
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Four stages of the quantum circuit processing workflow in a quantum software stack. A quantum circuit C is decomposed into independent sub-circuits
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Fi, and a suitable QPU is selected for each. After compilation, the sub-circuits must be efficiently scheduled in the respective queues to await execution.

and Quantinuum Nexus add fair-share scheduling based on
organizational quotas and recent usage. Across all four, fairness
is prioritized over efficiency, and multiprogramming—the
HPC concept of resource sharing across concurrent jobs—is
essentially absent at the QPU level, despite the early promise
of cross-QPU circuit distribution tools [[16]. Conceptualizing
a circuit as a 2D rectangle—height as qubit count, width as
expected execution time—exposes the inefficiency directly, as
illustrated by the following example.

Example 1. In Fig. two QPUs already host three jobs
(purple, pink, yellow; priorities I, 1I, IIl). Two new priority-
Il circuits (blue) arrive. The state-of-the-art FIFO without
QPU sharing (Fig. 2(b)) preserves priority by delaying the
purple job, but extends both queues by the full duration of the
blue circuits (— TFIFO ). The optimized placement (Fig. -
slightly delays purple on QPU, to co-execute both priorify-

II circuits in parallel, and backfills blue on QPU,, yielding
proposed . pFIFO

QPU, QPU,

Academic work falls into three threads. First, qubit-mapping
strategies improve fidelity and mitigate crosstalk under co-
location [17]-[20]], but typically ignore scheduling concerns
such as interleaving variable-length circuits or maximizing
throughput under priority constraints; fault-tolerant extensions
exist [21] but are rare given current hardware. Second, full-
stack joint optimization of cutting, mapping, and scheduling
via MILP, RL, or evolutionary methods [[12], [22] exposes
useful cross-layer trade-offs but is tightly coupled, limiting
deployment in modular cloud stacks. Third, QCRAFT [_23]]
provides a modular, open-source scheduler with three policies
that isolate QPU sharing from decomposition and compilation;
as the most practically aligned prior work, it serves as our
baseline.

Optimal parallel quantum circuit scheduling is NP-hard,
requiring efficient online placement compatible with fidelity-
optimizing qubit mapping—the focus of most prior multipro-
gramming work. We therefore propose a deliberately modular
scheduler that targets only the scheduling layer, combining
packing-based placement with priority management to integrate
cleanly with existing co-location workflows.

IV. PROPOSED METHODOLOGY

We formalize quantum circuit scheduling as a Tetris-like 2D
packing problem. The following briefly reviews the relevant
packing variants, models the scheduling task within this
framework, and presents the resulting heuristic.

A. 2D Packing Problems

In 2D Strip-Packing, items must be placed without overlap
in a fixed-width, unbounded-height strip while minimizing total
height [24]]; level-oriented algorithms partition the strip into
levels of varying heights. In Bin-Packing, these levels (“bins”)

share a fixed global height, and the goal shifts to minimizing the
number of bins. Both problems are NP-hard [25]], [26]. Offline
variants assume all items are known in advance, enabling global
optimization; online variants place items sequentially, typically
using First-/Next-/Best-Fit slot selection [27] combined with
placement heuristics like Bottom-Left or Best-Area-Fit [28],
[29].

B. Quantum Circuit Scheduling

In the packing analogy, each circuit is an item with width
equal to its qubit count and height equal to its execution time
(sum of gate durations x shots). The QPU queue is a strip
with fixed width (the QPU’s qubit capacity); strip levels or
bins correspond to execution slots—groups of co-executed sub-
circuits sharing a common start and end time, whose results
become available only once the slot completes.

Jobs arrive unpredictably, making the problem online in
general, but decomposed sub-circuits arrive in batches per root
job and can be buffered until complete, yielding a semi-online
setting. Minimizing strip height or bin count directly addresses
objectives (3) Maximizing Throughput (less QPU idle time)
and (4) Minimizing Makespan. (1) Priority Preservation is
enforced by a separate strip per priority level, and (2) Order
Preservation by appending new slots only at the queue tail,
refined via the horizon parameter introduced next.

C. Proposed Implementation

With an understanding of the constraints and assumptions
for modeling the quantum circuit scheduling problem as a

Algorithm 1 Best-Fit 2D Packing with Horizon

1: Input: Integer horizon value z

2: Input: Set of circuits C), = {c1,¢2,...,¢n}
3: Input: Queue of slots @, = {S1,52,...5n}
4: Output: Placement of each circuit into slots
5: for each circuit ¢; in C' do
6 Shest < None

7. max_fitness + 0

8

. for each slot S; in {S,,_(._1),...,Sm} do
9: fitness <— calc fltness(Sj, c;)
10: if max_fitness < fitness then
11: Shest — 5
12: max_fitness < fitness
13: end if

14:  end for
15:  if Spest is not None then

16: Place circuit ¢; in Spest
17:  else

18: Add new slot Spew

19: Place circuit ¢; in Spew
20:  end if

21: end for




proposed
Tapu,

(a) New job arriving

(b) Priority-based FIFO placement

(c) Optimized placement

Fig. 2. QPU priority queues filled with low-priority (I), medium-priority (II), and high-priority (III) quantum circuits. Height indicates the number of qubits, while
width represents execution time. Sub-circuits belonging to the same job share the same color. Circuits close to the dashed execution line will be executed next.

2D packing problem established, Algorithm [T] presents a Best-
Fit 2D packing heuristic to solve it. The algorithm seeks to
place a set of circuits C),, with shared priority level p, into the
corresponding QPU queue @,,. Note that the circuits contained
in each slot are executed together, starting with the lowest
index slot (e.g., Si in line [3).

For each circuit ¢; (line [5), the algorithm evaluates only
the last z slots in the queue (line [8) to identify a suitable
fit. The horizon parameter z controls the trade-off between
computational complexity, determined by the number of fitness
function calls, and fit quality:

e z =1 corresponds to a Next-Fit strategy, where circuits
with similar arrival times are scheduled close to each
other.

o z > 1 allows for greater exploration to find better fits at
the expense of additional computational effort.

The fitness function (line[J) assesses the suitability of placing
circuit ¢; in each candidate slot .S;. Its complexity depends
on the specific placement strategy and data structure used to
represent the available space in a slot. For its implementation,
we employ the “Best Short Side Fit” placement heuristic in con-
junction with the “Maximal Rectangles” data structure—both
detailed in and available through the corresponding open-
source package rectpack (v0.2)—effectively minimizing the
unused space within each slot after circuit placement.

Two commonly used strategies for slot selection are:

« Best-Fit, which places the circuit in the slot with the max-
imum fitness score (line [T2)), improving space efficiency
at the cost of increased computation, and

o First-Fit, which stops the search as soon as a circuit
fits into a slot. This approach stops the search early and
corresponds to a “break for-loop™ statement in line [12]

If no fitting slot is found, a new slot is created and added to
the end of the queue (line [T8).

Its height, set during initialization of a new slot, can be
determined as in the classical approach by

« Strip-Packing, i.e., dynamically adjusted to match the
dimensions of the first inserted circuit, or
« Bin-Packing, i.e., fixed to a QPU-wide limit.

In a pure online scenario, where only one circuit is scheduled
at a time, C), contains a single circuit. For any n > 1, the
algorithm can operate in semi-online mode by buffering circuit
batches and ordering them by decreasing execution time so
longer circuits are scheduled first.

Finally, the algorithm is compatible with backfilling. Here,
this refers to moving a job from a scheduled slot S; € @ to
an earlier slot S; € @, with p < ¢. This can be done right
before a slot’s execution with negligible overhead, enabling
more efficient use of resources by filling available time slots
without delaying higher-priority jobs.

V. EXPERIMENTAL EVALUATION

The scheduler is implemented in Python v3.12 (available
on Zenod(ﬂ). Our evaluation setup resembles the Munich
Quantum Software Stack (MQSS) using 1k jobs (up
to 10 sub-circuits each, priorities low/medium/high) with
dimensions sampled from MQT Bench [30] (v.1.19, 2-127
qubits), dispatched across five QPU queues modeling IBM
(127q), Rigetti (25q), IonQ (79q), and Quantinuum (32q).
Execution time is approximated by circuit depth x shots (unit
gate duration). Maximum QPU depth is capped at 1k (also
the bin height). The academic QCRAFT “Time Policy”
baseline—a shelf-packing variant—is evaluated under its most
favorable configuration (infinite arrival cycle).

Priority (1) and order (2) preservation are satisfied by
construction, so we compare Throughput = N/ max; T,, and
Avg. Makespan = M > Tq, for N jobs and M queues
each with a total execution length T,. We additionally
report the Average Relative Execution Factor AREF =

1 maXcej Cend —MiNcej Cstart
Njobs Z]’ MaXee; Coxecution , where cggary and cenq denote

the start and end times of a scheduled sub-circuit c—capturing
how much a job’s wall-clock span stretches beyond its longest
sub-circuit (lower is better).

reports a sweep over slot selection (Next-/First-
/Best-Fit), slot initialization (Bin- vs. Strip-Packing), and
horizon z (shown in rows), comparing AREF, Throughput,
and Avg. Makespan (shown in columns).

Selection. Next-Fit is consistently weakest (throughput ~
3.5, makespan ~ 178) since its unit horizon opens new slots
too early. First-Fit and Best-Fit are nearly indistinguishable
(throughput ~ 4.3, makespan ~ 145), indicating that maximum
fitness is usually reached in the first viable slot.

Initialization. Bin-Packing slightly edges out Strip-Packing
on average: pre-allocating slot height to the QPU depth lets
later arrivals fit without opening new slots. At z=100, the two
converge—Strip-Packing even wins narrowly—so Bin-Packing
is preferred when the QPU depth limit is known, Strip-Packing
otherwise with a large horizon.

Horizon. Gains are sharply sub-linear: makespan drops from
~ 178 at z=1 to ~ 147 at z=10, with only marginal further
improvement at z=100. Suitable fits are found early. Per-circuit
scheduling stays under 0.1 ms on an M3 Pro, so runtime is not
a constraint.

Overall, a combination of the Best-Fit strategy with the Bin-
Packing initialization and a moderately large horizon provides
the best results.

Finally, the comparison against industry FIFO (Amazon,
Microsoft, IBM, Quantinuum) and the QCRAFT “Time
Policy”; baselines occupy the first two rows of relative
improvements the last four columns.

All proposed variants beat FIFO: even the weakest Next-Fit
configuration gains +37.2% throughput and —30.5% makespan.

1 zenodo.org/records/20811172
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TABLE I
COMPARISON BETWEEN STATE-OF-THE-ART BASELINES AND THE PROPOSED SCHEDULING APPROACH

Algorithm AREF | Throughput | Avg. Makespan

State of the Art [10—3] [103]

First In First Out (Industry) 254 2.491 266.3 Throughput Avg. Makespan
QCRAFT [23] (Academic) 212 3.598 183.5 Improvement Reduction
Proposed Approach vs Ind. vs [23] vs Ind. vs [23]
Next-Fit ~ Bin-Packing z=1 220 3.623 171.4 45.4% 0.7% | 35.6% 6.6%
Next-Fit  Strip-Packing z =1 231 3.418 185.1 37.2% | —5.0% | 30.5% | —0.9%
First-Fit ~ Bin-Packing z=10 186 4.150 146.3 66.6% 15.3% | 45.1% | 20.3%
Best-Fit ~ Bin-Packing z =10 190 4.306 144.3 72.9% 19.7% | 45.8% | 21.4%
First-Fit ~ Strip-Packing 2z = 10 192 4.120 150.5 65.4% | 14.5% | 43.5% | 18.0%
Best-Fit  Strip-Packing 2z = 10 192 4.074 150.8 63.5% | 13.2% | 43.4% | 17.8%
First-Fit ~ Bin-Packing z =100 185 4.286 142.8 72.1% 19.1% | 46.4% | 22.2%
Best-Fit ~ Bin-Packing z =100 190 4.403 140.9 76.8% | 224% | 47.1% | 23.2%
First-Fit ~ Strip-Packing 2z = 100 188 4.407 141.7 76.9% | 22.5% | 46.8% | 22.8%
Best-Fit  Strip-Packing z = 100 187 4.413 141.1 772% | 22.7% | 47.0% | 23.1%

Against QCRAFT, all horizon variants improve throughput
and makespan, while Next-Fit is mixed. The best configura-
tion delivers > 22% throughput/makespan improvement over
QCRAFT and +77%/ — 47% over industry FIFO—nearly
halving wait time.

VI. CONCLUSION

This work introduced a scalable, priority-based scheduling
framework for distributed multi-user QPU platforms, leveraging
a 2D packing formulation to enable parallel circuit execution
and improved QPU utilization. Compared to the industry-
standard priority-based FIFO scheme employed by major
platforms, the proposed approach achieves a 77% increase in
throughput and nearly halves the queue makespan, while out-
performing the strongest policy of the academic QCRAFT [23]
scheduler by 22% in a representative evaluation. In an era of
scarce and costly quantum resources, this offers an effective
path toward more efficient QPU scheduling in distributed quan-
tum platforms, with an open-source implementation inviting
further exploration.
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