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Abstract—Linear Optical Quantum Computing (LOQC) is
emerging as a promising technology in large-scale quantum com-
puting. Corresponding devices, including linear optical circuits,
are rapidly growing in size and fabrication precision. However,
even with improved quality, the circuits still exhibit imperfections
leading to photon loss or phase noise that vary across the
circuit. Already small deficiencies can have a vast impact on
the results in both accuracy and efficiency. For computations
that do not require the entire linear optical circuit, so-called
subcircuits, one can choose where to perform the computation,
opening up optimization opportunities that are addressed by
subcircuit compilation. Current compilers spread the subcircuit’s
computation across the entire circuit, connecting the same input
and output ports, thereby failing to fully exploit the optimiza-
tion opportunities. However, given the subcircuit’s reduced size
compared to the entire circuit, one can keep its implementation
localized and intentionally route photons to eventually connect
good input and output ports. This, however, is a highly non-trivial
task, as numerous options must be weighed against one another,
and the quality of the solution is influenced by a wide range of
hardware parameters. In particular, the reflectivities of imperfect
beam splitters can lead to photon losses during routing, which
must be traded off against losses at the input and output ports due
to imperfect transmission rates. Since current compilers do not
account for these effects, we propose the first efficient subcircuit
compilation method that optimizes for the coincidence rate—the
probability of successfully measuring all desired photons—by
handling hardware imperfections. Our evaluations demonstrate
significant improvement over existing methods in robustness
against phase noise and significantly increased coincidence rates
across all benchmarks of up to plus 33.2%.

Index Terms—linear optical quantum computing, subcircuit
compilation, hardware-aware optimization

I. INTRODUCTION

Photonic quantum computers perform computational tasks
by harnessing specific properties of quantum states of light,
such as single-photons. Single-photons are good candidates
for quantum information carriers due to their low suscep-
tibility to decoherence, compatibility with room-temperature
operation, and the maturity of optical components. Current
photonic platforms provide a promising route toward near-term
computational [1], [2] and energetic [3] quantum advantage.

A typical photonic device for Linear Optical Quantum
Computing (LOQC [4]) that uses single-photons consists of
three parts [S5]-[12]: 1) sources producing indistinguishable
single-photons, 2) these single-photons are routed towards
a linear optical circuit such that multiple photons enter the
circuit simultaneously in different input ports, and 3) at the
end of the circuit, photons are detected at each output port.
The circuit implements a linear optical transformation, which,
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together with the photon detection, constitutes the compu-
tation. Such architectures can implement sampling tasks in
which one records the simultaneous detection of n photons.
Prominent examples include boson sampling [13], photonic
implementations of variational quantum algorithms [14], quan-
tum simulation [15], and applications to graph problems [16].

The linear optical circuits are typically integrated devices
that enable controlled multi-photon interference [17], [18].
They consist of waveguides that confine light along predefined
paths, beam splitters that couple pairs of waveguides [19]
(enabling photons to be distributed between them), and recon-
figurable phase shifters [20] (which apply a phase shift to an
individual waveguide). When arranged in mesh architectures
such as those proposed by Reck [21], Clements [22], or
Bell-Walmsley [23], these circuits can implement any linear
optical transformation by tuning the circuit’s phase shifters.

Every linear optical transformation is described by a unitary
matrix, which determines the performed computation on the
photons. Finding a set of phases with which the circuit applies
the desired computation specified by a target unitary matrix
is done by a compiler in the process of phase compila-
tion [21]-[28]. In the scenario of the target unitary’s dimension
matching the number of waveguides of the physical circuit,
this compilation’s optimization potential is limited. However,
if the desired computation by the target unitary is smaller
than the circuit, which we refer to as the subcircuit, it can
be placed arbitrarily on the circuit, offering new optimization
opportunities to handle hardware imperfections and improve
overall result quality.

One key limitation of LOQC experiments is the circuit’s
optical transmission rate, defined as the ratio of photons exiting
the circuit to those injected. Given the circuit imperfections,
such as input and output ports that are highly susceptible to
photon loss [29] (thus, low transmission rates), the overall
transmission rate is limited. This is particularly problematic
for multi-photon experiments, as the probability of measuring
all injected photons, the coincidence rate, scales as T, with
the transmission rate 7' and the number of photons n. Together
with the fact that many LOQC computations are inherently
probabilistic [30], [31], this highlights the critical importance
of maximizing transmission rates for successful scaling.

Notably, the coincidence rate is heavily influenced by the
individual transmission rates of the considered input and
output ports, which can be determined by calibrating the
circuit [28]. However, current unitary-to-phase compilation
protocols do not account for these hardware imperfections and
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potentially use the entire circuit to implement computations,
even when the target unitary would require only a subset of
the circuit’s resources. Compared to keeping the computation
zone compact, this larger computation zone results in lower
coincidence rates and increased susceptibility to phase noise
as more errors accumulate.

In this work, we propose a compilation strategy tailored
to harness the optimization potential of compiling subcircuits
and, by doing so, handling the imperfections of the circuit. To
this end, it places the subcircuit into the circuit to a specific
location, referred to as the computation zomne, and actively
routes photons to that zone. Within this process, it balances
the transmission rates of the input and output ports of the
circuit with those induced by routing through imperfect beam
splitters. In simulated experiments, we demonstrate that this
compilation strategy is less prone to phase noise and yields
significantly improved coincidence rates of up to plus 33.2%.

The remainder of this work is structured as follows. Sec-
tion II reviews the basic formalism of LOQC. Section III
motivates the proposed compilation strategy before describing
its working principles in Section IV. An evaluation of the
results obtained from simulated experiments is provided by
Section V, followed by a conclusion of the work in Section VI.

II. BACKGROUND

This section lays the foundation for the formalism and
terminology used throughout this work.

A. Formalism for Linear Optics

We consider photonic experiments in which indistinguish-
able photons enter a linear optical system, referred to as
the linear optical circuit, with m input and m output ports,
followed by single-photon detectors. Formally, an input state
with n; photons in port 1, no in port 2, up to n,, for port m, is
described by the Fock state [n) = |ny,na, ..., Ny, ). The linear
optical transformation is represented by an m X m unitary
matrix U = (u;;). This unitary is constructed by multiplying
the individual unitaries of the individual components of the
circuit.

Example 1. Fig. la and Fig. 1b respectively represent a phase
shifter with phase ¢ and a beam splitter of reflectivity R. Their

associated unitary matrices are given by
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The probability of detecting an output configuration Ip) =
|p1,p2,...,pm) after the linear transformation U is given
by [32]
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where Per denotes the matrix permanent, and U;‘ is obtained
from U by repeating its columns and rows according to the
occupation numbers 7; and py.

Example 2. By Eq. I, a single photon entering input port i
is detected in output port j with probability
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Fig. 1: Building blocks and interferometers for linear
optics. Dark blue lines correspond to waveguides. Light travels
from left to right.

While such experiments can encode qubits, for instance
using dual-rail encoding [4], the unitary evolution in the qubit
space does not coincide with the matrix U acting on the
photons. .

In practice, the transformation U is typically implemented
using a linear interferometer composed of fixed beam splitters
and reconfigurable phase shifters that are connected via waveg-
uides. Among these implementations, the Mach—Zehnder in-
terferometer serves as a fundamental building block.

B. Mach-Zehnder Interferometers

Mach-Zehnder Interferometers (MZIs) consist of two beam
splitters of reflectivity R; and Rz enclosing two phase shifters
with phase ¢; and ¢, as shown in Fig. 1c. When the beam
splitters are symmetric, that is Ry = Ry = 0.5, an MZI acts

as a beam splitter of tunable reflectivity R = sin® (@),
up to additional phases on input and output ports.

Example 3. Setting ¢1 — ¢o = 0 configures the MZI in the
CROSS state, in which light entering one input waveguide
exits through the opposite output waveguide. On the contrary,
light stays in the same waveguide when ¢1 — ¢ = =,
which corresponds to the BAR state. The CROSS and BAR
configurations are illustrated on Fig. 1d.

In practice, fabrication imperfections lead to beam split-
ter reflectivity errors, i.e., Ry, Ro # 0.5. As a result, the
ideal CROSS and BAR configurations cannot be exactly
realized [25]. Nevertheless, the BAR configuration is typically
implemented more accurately than the CROSS configuration,
as fabrication errors tend to be spatially correlated, leading to
similar reflectivities for the two beam splitters within an MZI.

Arrays of MZIs can be programmed to route optical
signals between input and output waveguides, as in field-
programmable photonic circuits [33], by selecting appropri-
ate sequences of BAR and CROSS states. By interleaving
MZIs with additional phase shifters, universal interferometer
meshes, such as the Bell-Walmsley architecture [23] displayed
in Fig. l.e, can be realized. These meshes can implement
an m X m unitary matrix, or equivalently, any linear optical
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Fig. 2: Illustration of different methods to implement a 4-by-4 subcircuit on a 16-waveguide Bell-Walmsley circuit.
Orange boxes indicate the placed subcircuit, orange lines the photon routing. Blue bars at the side of the circuits indicate the

transmission rates of the respective input and output ports.

transformation acting on m waveguides. The operation of such
interferometers relies on numerical methods that convert a
target unitary matrix into a corresponding set of phase shifts
applied to the phase shifters [21]-[28].

III. MOTIVATION

In contrast to the ever-growing number of compilers for
gate-based quantum computing architectures [34]-[41], LOQC
still lacks efficient compilers for various compilation tasks.
In this work, we consider the task of implementing a target
unitary matrix that represents the desired computation on the
circuit. To this end, the phase shifters on the circuit must
be tuned such that the resulting unitary matrix describing the
circuit’s behavior is as close as possible to the target unitary
matrix. Note that in the frame of this work, we consider the
Bell-Walmsley architecture [23] for the linear optical circuit.

Existing compilation solutions assume that the target unitary

spans the same dimensions as the circuit. For a smaller target
unitary Ugy, referred to as the subcircuit, this assumption can
be satisfied by expanding it with ones on the diagonal and
zeros elsewhere until the circuit size is reached, yielding an
embedded target unitary Uemp. The compiler then tries to find
parameters ¢ for the phase shifters that maximize the overlap
between Uy, and the unitary implemented by the circuit.
_ To this end, a unitary parameterized by the phase shifters
U(¢) that describe the circuit’s behavior can be generated and,
via _fpr instance gradient descent, qg can be determined so that
U (¢) is as close as possible to Uemb. This solution may use
large parts of the circuit to implement the desired computation,
effectively diluting the smaller initial target unitary Ugy, across
the entire circuit.

Example 4. The illustration in Fig. 2a shows an imple-
mentation of a 4-by-4 target unitary subcircuit Uy, on a
Bell-Walmsley circuit with 16 waveguides. Using the existing
compilation workflows mentioned above, the computation zone
(orange) is spread across the entire circuit.

However, given the reduced size of the subcircuit, the
computation can be realized on a fraction of the entire circuit.
We call this fraction the computation zone. This computation
zone can be arbitrarily placed on the circuit, like a small
box in a larger one. Hence, the compiler is given optimiza-
tion opportunities that currently available approaches miss,

which, if appropriately exploited, can tackle major engineering
challenges in LOQC. That is, circuit imperfections must be
handled wisely during the compilation to fully exploit the
hardware’s capabilities.

More precisely, one major challenge in LOQC with respect
to hardware imperfections is the transmission rate, i.e., the
ratio of light exiting the circuit to that entering the circuit.
Given that many LOQC computations are inherently proba-
bilistic, the transmission rate is a crucial factor for maintaining
efficiency at scale. This can be seen in the coincidence
rate (the probability of measuring the desired n photons at
the same time), which scales proportionally to 7™ with the
transmission rate 7' and the number of photons n. Together
with the probabilistic nature of many LOQC experiments [30],
[31], this exponential behavior underlines the importance of
increasing the transmission rate for successful scaling.

Consider that, due to hardware imperfections, each input
and output port has a different transmission rate. Hence,
by placing the computation zone wisely and thus using a
combination of high-quality input and output ports, the overall
coincidence rate of the resulting computation can be improved.

Example 5. Fig. 2b illustrates a solution that keeps the
computation zone (orange box) compact instead of using
the entire circuit. Photons are actively routed (orange lines)
to this computation zone. This way, input and output ports
that are not in line but have good transmission rates are
connected via the routing part, while still leaving enough
resources for the actual computation. However, this simplistic
approach overlooks that photon fractions are lost due to
routing operations, as indicated by the orange gradient in the
figure and explained in the following.

Despite this more sophisticated approach, further effects on
the circuit should be considered to improve the result. Due
to imperfect beam splitters, routing operations can also de-
grade transmission rates, with CROSS (switching waveguides)
movements showing stronger degradation than BAR (staying
on the same waveguide) in current hardware. Even though
these photons are technically not actually lost, they can fail
to enter the computation zone as desired, which needs to be
accounted for. Hence, the resulting goal is to choose a high-
quality set of input and output ports while keeping routing
losses low.



Example 6. The last example in Fig. 2c shows another
possible solution that also accounts for routing losses. Since
CROSS movements can cause more photons to leak out of the
desired routing lane than BAR movements, it may be better
overall to choose slightly worse output ports to save on routing
costs.

Overall, the compilation step has significant potential that
needs to be unlocked to fully overcome engineering challenges
in LOQC. However, considering and balancing the various
physical aspects of the circuit to find a good solution is highly
non-trivial. To automate this process, this work proposes a
method that accounts for input and output transmission rates as
well as the individual beam splitter reflectivities to determine
a good solution with the click of a button.

IV. PROPOSED COMPILATION STRATEGY

This section describes the approach for an automated com-
piler for placing and routing a subcircuit on a linear optical
circuit, accounting for input and output port transmission
rates and beam splitter reflectivities to optimize for coin-
cidence rate. Given the mesh-like architecture of the linear
optical circuit, the problem is mapped to a graph. Photon
routing and subcircuit placement are then extracted from the
graph. To this end, edge weights are chosen corresponding
to transmission costs, and the route with the lowest cost is
determined. Subsequently, a phase-matrix is created, repre-
senting the transformation implemented by the circuit’s phase
shifters, with constraints corresponding to the chosen route.
In a step called phase compilation, the phases of this matrix
are adjusted, in particular the ones of the computation zone,
so that the circuit’s behavior matches the target unitary as
closely as possible while preserving the routing constraints.
The necessary steps are described in more detail below.

A. Modeling the Problem

In the considered scenario, the photons enter the linear
optical circuit into even input ports as in [4]. Hence, the
input state of the photons (for the considered input ports)
always equals the Fock state |1,0,1,0,...,0) of length equal
to the target unitary’s dimension. These photons are kept
adjacent to each other during routing before they enter the
computation zone, which is always placed at the end of the
circuit. Depending on the routing, the photons may enter the
computation zone as |1,0,1,0,...,0) or |0,1,0,1,...,1). In
the latter case, given the dependency of the result on the
input state, this must be corrected by multiplying the target
unitary by a permutation matrix, effectively swapping every
odd column with its adjacent even column.

B. Graph

The structure of the linear optical circuit is directly reflected
in the graph modeling the problem. As described in Section II,
the circuit consists of a mesh of waveguides arranged in
rows, with successive layers of MZIs that couple exactly two
adjacent waveguides. The graph mirrors this structure: each
layer of nodes corresponds to a layer of MZIs, and each node
represents an individual waveguide in that layer. Edges connect
nodes of adjacent layers and encode the two possible switching
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Fig. 3: Problem Graph. The depicted graph corresponds to a
4-waveguide Bell-Walmsley circuit and a 2-by-2 target unitary.

states of each MZI (BAR and CROSS), with edge weights
corresponding to the losses due to routed photons. Since signal
propagation through the circuit is strictly forward, all edges
point from one layer to the next, making the graph a directed
acyclic graph (DAG).

Example 7. Fig. 3 shows such a graph for a small example
of a 4-waveguide Bell-Walmsley circuit and a 2-by-2 target
unitary (hence one photon). The dashed lines indicate the
layers, the circles their nodes, and the arrows their edges.

Since all injected photons are routed in parallel, the possible
routes through the graph correspond to the route of the
uppermost photon. The other photons follow the turn of the
first one and are not directly represented in the graph. Similar
to well-established graph algorithms, the one employed in
this work adds the costs of edges for a specific route. Since
transmissions are multiplied and in the interval [0,1], the
weights are expressed on a negative logarithmic scale. This
way, their sum corresponds to multiplying the transmission,
and the algorithm can minimize the additive cost as usual.
The graph’s edges from and to the source and sink nodes
correspond to the in- and output ports.

Example 8. Fig. 3 shows the edge weights on top of each
edge. The source node and its edges correspond to the negative
logarithmic input port transmission costs. The computation
zones are part of the last edges ending in the sink node. Their
cost combines the costs of all the computation zone’s output
ports (2 in the example).

C. Determine Cheapest Route

Standard shortest-route algorithms such as Dijkstra’s or
A* are general-purpose methods that do not assume any
particular graph structure. Applying them here would therefore
ignore two key properties of the graph: its strict layering and
the absence of cycles. Exploiting these properties enables a
more efficient, exact solution based on dynamic programming
outlined in Algorithm 1.

The algorithm initializes the source node with a cost of zero
(line 1) and all other nodes with oo (line 2-3). The layers are
then processed in topological order (line 4). For each node
u in the current layer (line 5), the algorithm examines all
outgoing edges (u,v) (line 6) and computes the accumulated
cost ¢ = d(u)+w(u,v) (line 7). If ¢ is smaller than v’s current
tentative cost (line 8), both the cost and the predecessor pointer
are updated (line 9). Because the graph is a DAG with fixed
layering, each node is visited exactly once, and its optimal cost
is finalized before any of its successors are processed. After



Algorithm 1: Cheapest Route in a Layered DAG

Input: Layered DAG G = (V, E,w), ordered layer
sequence £ = (L1, Lo, ..., Lk), source node
s€ Ly

Output: Distance map d : V — R U {0},

predecessor map 7 : V — V U {NIL}
1 d(s) < 0; 7(s) < NIL;
2 foreach v € V' \ {s} do
3 | d(v) + o0; m(v) + NIL;
foreach L, € £ do

foreach u € L; do
foreach (u,v) € E do
¢+ d(u) + w(u,v);
if ¢ < d(v) then
| d(v) ¢ 7(v) « u;
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termination, every node holds the cost of the cheapest route
from the source, and the source-to-sink route can be recovered
by backtracking through the predecessor pointers.

Example 9. The green route in Fig. 3 highlights the cheapest
route through the graph. After assigning costs to reach each
node using the Algorithm 1, the cheapest route is determined
by following the predecessor pointers from the sink.

Based on this route, a phase matrix is determined that im-
poses constraints on certain phase shifters to satisfy the routing
conditions. Note that the routing operations only dictate the
internal phase difference of the two phase shifters within an
MZI, not their absolute values, as described in Section II.

D. Phase Compilation

To conduct the desired computation on the circuit, the phase
shifters must be tuned in a way such that the unitary matrix
representing the circuit’s behavior is as close as possible to
the target unitary Ugy,. By multiplying the unitary matrices of
the individual beam splitters and phase shifters of the circuit, a
parameterized unitary of the circuit’s behavior U/ (¢) is derived.
These parameters (5 are adjusted via gradient descent until the
overlap of the two unitaries (U(¢) and Ugyp) is as large as
possible [42]. To implement the desired route determined by
the graph algorithm, certain internal phase shifter differences
within an MZI must be satisfied, yet their sum is a degree
of freedom for the optimizer. This can be used to partially
compensate for the negative effects on photons due to routing.

V. EVALUATION

The proposed methods were implemented and are publicly
available as open-source software as part of the Munich
Quantum Toolkit [43] within MQT QMAP!. To demonstrate
the compiler’s effectiveness, a comprehensive evaluation was
conducted by compiling subcircuits to linear optical circuits,
each of varying sizes. The results were evaluated with sim-
ulations of each scenario. Before discussing the results, the
experimental setup is briefly described.

Uhttps://github.com/munich-quantum-toolkit/qmap

A. Setup

The evaluations consider linear optical circuits based on
the Bell-Walmsley architecture, consisting of either 24 or 48
waveguides. On those, subcircuit computations implementing
target unitaries with dimensions 4 and 8, respectively, are
realized. To this end, for each scenario, five Haar-random
target unitaries were generated, and for each, placement
and routing were determined and phases compiled using the
proposed method. For comparison, the target unitaries were
additionally compiled with a baseline method that embeds
the target unitary into a circuit-sized unitary as described in
Section III. This effectively selects the first 4 and 8 input
and output ports, respectively, entirely agnostic of their actual
transmission rates.

To model realistic device behavior, transmission rates of in-
and output ports were drawn from a uniform distribution be-
tween 0.7 and 1.0 before normalization, representing realistic
values. Beam splitter reflectivities are taken from an actual
Quandela device for the 24-waveguide circuit, and random
values of comparable magnitude for the 48-waveguide circuit.
For each benchmark, we compare three different scenarios,
with phase noise drawn from a normal distribution with
standard deviations of 0, 15, and 30 mrad. The approach
easily generalizes to any parameter combination, allowing the
generated parameters to be replaced with real calibration data.

To evaluate the compilation results, the circuits were sim-
ulated for each combination of target unitary, circuit size,
and phase noise level using Perceval [44] (v1.1.0) in Python
(v3.13.11) on an Apple MacBook Pro (M3 Pro, 36 GB
RAM). We assess each scenario using three figures of merit:
compilation time, fidelity in the form of the fotal variation
distance (TVD)—a standard distance measure for discrete
probability distributions [45]—between simulated and ground
truth output distributions given the input state 1,0, 1,0, ...,0),
and the coincidence rate, defined as the probability of mea-
suring the desired number of photons in the considered output
ports. The results are summarized in Table I.

B. Compilation Time

In general, the compilation time of the proposed approach is
larger in all cases but remains in the same order of magnitude.
This is expected, as the compilation involves more steps that
explicitly exploit the optimization opportunities discussed in
Section III and eventually provides results of higher quality
(as also confirmed by the results in the next sections). More
precisely, while the baseline merely compiles the phases for
the given circuit, the proposed approach also generates the
graph, finds the best route, translates it into predefined phases,
and subsequently performs phase compilation. However, using
a graph algorithm tailored to exploit the properties of the
directed acyclic graph renders the additional time costs neg-
ligible. Since the phase compilation also considers the entire
circuit (to partially correct for routing-induced effects on the
photons), its runtime is comparable to the baseline.

C. Total Variation Distance (TVD)

When comparing the TVD, the proposed approach shows
weaker performance without phase noise and better perfor-
mance with two levels of phase noise. In the unrealistic case of
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TABLE I: Results: colored values indicate the difference between the proposed approach and the baseline (green = improvement,
red = degradation). For each scenario, the results were averaged over the five Haar-random target unitaries.

Phase Noise Circuit Subcircuit Baseline Proposed Method
[mrad] Dim. Dim. Comp. [min] TVD Coinc. Rate  Comp. [min] TVD Coinc. Rate
0 24 4 0.38 7.9 % 107° 0.562 0.61 2.7 x 1073 (+0.003) 0.844 (+0.282)
8 0.64 1.2x 1074 0.265 0.78 3.4 x 1072(+0.034) 0.425 (+0.161)
48 4 0.80 2.4%x107° 0.471 2.85 1.6 x 1073(40.002) 0.799 (-+0.327)
8 1.85 4.5 % 107° 0.335 3.41 1.2 x 1072(40.012) 0.481 (+0.146)
15 24 4 0.38 2.7 x 1072 0.560 0.61 2.3 x 1072(=0.003) 0.841 (+0.280)
8 0.64 5.9 x 1072 0.264 0.78 5.9 x 1072( 0.000) 0.424 (+0.161)
48 4 0.77 3.6 x 1072 0.469 2.80 2.7 x 1072(—0.009) 0.796 (-+0.327)
8 1.80 9.1 x 1072 0.332 3.30 5.0 x 1072(—0.041) 0.472 (+0.140)
30 24 4 0.38 5.2 x 1072 0.558 0.61 3.5 x 1072(—0.017) 0.832 (+0.274)
8 0.69 1.2 x 1071 0.260 0.83 1.1 x 1071 (—=0.013) 0.414 (40.153)
48 4 0.79 8.4 x 1072 0.454 2.83 8.1 x 1072(—0.003) 0.786 (+0.332)
8 1.80 1.7 x 1071 0.325 3.30 9.1 x 1072(—0.076) 0.457 (+0.132)

no phase noise, the baseline does not face a noticeable source
of error, resulting in accurate computations. Given the routing-
induced effects on the photons in the proposed approach,
such as leaked photons from one path into another, it cannot
reach the same accuracy without phase noise. However, under
realistic phase noise, the proposed approach is more robust, as
it uses fewer phase shifters for computation, thereby reducing
error accumulation. This can be observed in Table I with the
increasing difference in TVD between the two approaches with
increasing phase noise. This robustness cannot be achieved
with the baseline, which effectively spreads the computation
zone across a large area of the circuit. As a result, it uses more
phase shifters, which accumulate more phase errors, leading
to lower accuracy. Crucially, robustness to phase noise is an
essential ingredient for scaling LOQC, as errors accumulate
with increasing circuit size, thereby limiting scalability with
existing compilation methods. The proposed approach directly
addresses this by keeping the computation zone compact,
thereby bounding error accumulation and enabling scaling.

D. Coincidence Rate

Overall, under realistic phase noise, beam splitter reflectiv-
ities, and port transmission parameters, the proposed method
consistently outperforms the baseline in coincidence rates
across all considered benchmarks. As indicated by the consis-
tently green values in Table I, the method yields substantially
higher values of up to plus 33.2%. Unlike existing methods,
the proposed approach explicitly accounts for the input and
output port transmissions and beam splitter reflectivities during
compilation that critically influence the resulting coincidence
rate. This matters substantially in linear optical quantum
computing, since coincidence rates directly govern the rate
at which valid multi-photon events are detected. Given that
LOQC gates are inherently probabilistic, low coincidence
rates translate to exponentially longer experiment times and
fundamentally limit the scalability of quantum circuits. The
significant improvement in coincidence rate achieved by the
proposed method thus leads to substantially faster computa-
tions and, crucially, enables the scaling of LOQC experiments
that would otherwise be rendered impractical by photon loss.

VI. CONCLUSION

Recent advances in hardware quality and scaling have
significantly improved Linear Optical Quantum Computing
(LOQC), although important challenges remain. One major
challenge is the circuit’s transmission rate, i.e., the ratio of
light exiting the circuit to that injected, which is affected by
imperfect components such as photon-loss-affected input and
output ports. When performing a computation smaller than
the circuit, a subcircuit, one can choose where to conduct
it on the circuit, thereby combining high-quality input and
output ports. However, photons must be actively routed to
this zone, which introduces negative effects due to imperfect
beam splitters in the circuit, which must be accounted for. This
work proposes the first automated compiler for subcircuits in
LOQC, tailored to optimize coincidence rates—the probability
of measuring the desired number of photons—by accounting
for imperfect input and output ports and beam splitter reflec-
tivities. Compared to existing methods, the proposed approach
shows greater robustness against phase noise and significantly
improved coincidence rates in simulated experiments. Future
work includes demonstrating the approach’s effectiveness on
a real LOQC device and extending it to include additional
circuit imperfections.
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