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Abstract—Quantum computing demands scalable benchmark-
ing for software tool evaluation, hardware characterization, and
Al-driven workflows. Existing suites often rely on fixed circuit
datasets, limiting adaptability to evolving algorithms, devices,
and research needs. We present the second major version of
MQT Bench, extending [1] into a programmable framework with
unbounded circuit generation across multiple abstraction levels.
Users can define algorithms, gatesets, and device models; a
web frontend at https://mqt-bench.app complements the Python
package mgt . bench for on-demand generation. We demonstrate
three representative use cases spanning compiler evaluation,
hardware design, and Al dataset generation.

I. INTRODUCTION

Quantum computing promises advantages in cryptography,
optimization, chemistry, machine learning, and more [2]-[6].
Rigorous benchmarking is essential: software developers need
diverse circuits for compiler evaluation; hardware designers
need realistic workloads for connectivity and noise analysis;
and Al workflows require large, heterogeneous circuit datasets.
Existing benchmark suites [7]-[11] provide standardized
workloads, but are often fixed libraries or target only specific
abstraction levels. MQT Bench [1] established a widely used
corpus for quantum software and design automation; this work
presents its second major version, extending the original fixed
library with programmable, unbounded benchmark generation
via mgt . bench and the web frontend https://mqt-bench.app.

II. PROGRAMMABLE CIRCUIT GENERATION

Instead of fixed sets of circuits, the second version of
MQT Bench enables programmable benchmark generation:
users specify what they need—algorithms, gatesets, device
models, and abstraction level—and the system composes these
elements to synthesize exactly the circuits required for a given
study. MQT Bench exposes three modular building blocks
that collectively enable unbounded quantum circuit generation
(also summarized in Table I):

o Algorithmic templates spanning state preparation, oracle-
based routines, QFT-based methods, arithmetic and re-
versible logic, variational and ML workloads, full-scale
algorithms, and more.

o Gatesets ranging from general-purpose constructs (e.g.,
Clifford+T) to vendor-native instruction sets (IBM, IonQ,
IQM, Quantinuum, Rigetti), as well as arbitrary user-defined
sets.

« Device models describing topology, native gates, coupling
constraints, and optional noise/timing parameters, covering
superconducting, trapped-ion, neutral-atom, and other archi-
tectures.
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Fig. 1. Three example use cases MQT Bench can address.

These components compose circuits at four abstraction
levels: (1) Algorithmic, (2) Target-independent, (3) Native-
gateset, and (4) Device-mapped, from abstract logical circuits
to executable implementations on specific devices. Because
all components are user-extensible, MQT Bench acts as a
general benchmark generator rather than a fixed library. This
adaptability underpins three application domains (Fig. 1):

1) Software Tool Evaluation — benchmarking compiler per-
formance, optimization passes, and simulation workflows.

2) Hardware Performance Characterization — device-aware
mappings, noise modeling, and connectivity-dependent
metrics.

3) AI-Driven Workflows — structured datasets for training
and evaluating ML models.

Three representative examples are presented below.

III. USE CASE 1: SOFTWARE TOOL EVALUATION

Evaluating quantum compilers requires comparable input
circuits so that differences in depth, gate count, and structure
reflect the compiler rather than the benchmark. With MQT
Bench, the user specifies the algorithm (e.g., QAOA [5]), target
device (e.g., IBM Falcon, 27 qubits), and scale; the framework
synthesizes one circuit that all compilers map under identical

conditions.

from mgt.bench import BenchmarkLevel, get_benchmark, targets
from your.compilers import compiler_a, compiler_b,

< compiler_c, compiler_d

circuit = get_benchmark ("gaoa",
<« circuit_size=27)
device = targets.get_device ("ibm_falcon_27")

level=BenchmarkLevel.ALG,

gc_a = compiler_a rcuit, target=device)
gc_b = compiler_b(circuit, target=device)
gc_c = compiler_c(circuit, target=device)
gc_d = compiler_d(circuit, target=device)

Table II(a) compares four compilers; new studies need only
parameter changes.

IV. USE CASE 2: HARDWARE ARCHITECTURE
EVALUATION

Exploring new architectures requires evaluating circuits un-
der different layouts, connectivity, and native gatesets. Rather
than relying on physical devices that may not yet exist,
MQT Bench maps benchmarks to arbitrary custom device


https://mqt-bench.app
https://mqt-bench.app

Table I
OVERVIEW OF SUPPORTED ALGORITHMS, GATESETS, AND DEVICES

Algorithms

GHZ (incl. dynamic), W, graph states, random circuits; BV, DJ, Grover, amplitude
estimation, quantum walk; QFT variants, Draper/QFT adders, QPE (exact/inexact);
adders (CDKM, VBE, full/half), multipliers, modular arithmetic, BMW QUARK
circuits; QAOA, VQE (Real Amplitudes, Efficient SU2, Two-Local), QNN; Shor,
HHL; QEC (Steane-7, Shor-9)

Gatesets
Clifford+T; Clifford+T+Rotations; IBM native (Eagle, Falcon, Heron); IonQ native
(Aria, Forte); IQM, Quantinuum, and Rigetti native sets; user-defined gatesets.

Devices
IBM Eagle (127), IBM Falcon (27/127), IBM Heron (133/156); Rigetti Ankaa (84);
IonQ Aria (25), IonQ Forte (36); Quantinuum H2 (56); IQM Crystal (5/20/54).

Table II
RESULTS FOR THE FIRST AND SECOND USE CASES.

Metric qc_a qc_b qc_c qec_d Metric Result
Circuit depth 660 514 556 519 Circuit depth 894

Single-qubit operations 444 444 838 1003 Total operations 1228
Two-qubit operations 1511 1240 1143 1127 Estimated fidelity  0.885

(a) Compiler comparison. (b) Hardware design.

models. A 6-qubit prototype is defined in Qiskit [12]; Grover’s
algorithm [13] is generated and mapped as follows:

from mgt.bench import BenchmarkLevel, get_benchmark
from giskit.transpiler import InstructionProperties,
from giskit.circuit.library import CXGate, HGate,
— XGate, Measure

Target
RZGate,

target = Target (num_qubits=6, description="arch_v1")

props InstructionProperties (duration=1e-3, error=le-4)

slg = {(gq,): props for g in range(6)}

for gate in (HGate(), XGate(), RZGate(0.0),
target.add_instruction(gate, slq)

target.add_instruction (CXGate (), {(i, Jj):

— range(6) for j in range(6) if i != J})

Measure ()) :

props for i in

mapped = get_benchmark ("grover",
<« level=BenchmarkLevel .MAPPED,
< target=target)

Table II(b) reports depth, gate count, and estimated fidelity,
enabling rapid design-space exploration before hardware is
built.

circuit_size=6,

V. USE CASE 3: AI TRAINING AND DEVICE PREDICTION

Machine-learning models for quantum computing require
large, diverse, and well-annotated circuit datasets. MQT
Bench can automatically generate mapped circuits for multiple
devices—each entry labeled by its mapping target—to support
learning tasks such as inferring the target device from circuit
structure:

from mgt.bench import BenchmarkLevel,
— benchmarks, targets

get_benchmark,

dataset = []

for device in [targets.get_device("igm_crystal_20"),

<« targets.get_device ("ibm_falcon_27")]:

for benchmark in benchmarks.get_benchmark_catalog() :
for num_qubits in range (3, 15):

dataset.append (get_benchmark (benchmark,
< BenchmarkLevel .MAPPED, target=device,
«— circuit_size=num_qubits))

The resulting dataset enables a classifier trained on gate
statistics and circuit depth to predict the mapping target
device (Fig. 2), demonstrating scalable, device-labeled data
generation without manual curation.

MLP Training Loss Curve Confusion Matrix

True Label
ibm

iqm
-

00 & &
B fr) e % A &
Predicted Label

200 ED
Epoch

(a) Training loss. (b) Confusion matrix.

Fig. 2. Neural-network performance for mapping-target prediction.

VI. CONCLUSION

We presented the second major version of MQT Bench, ex-
tending [1] with programmable, unbounded circuit generation
across multiple abstraction levels and on-demand synthesis
via https://mqt-bench.app. By combining modular algorithms,
gatesets, and device models, MQT Bench supports scalable
benchmarking for quantum software, hardware design, and
Al workflows. Because its benchmark space is fully pro-
grammable and extensible, MQT Bench is positioned to evolve
with future algorithms, devices, and design-automation tools.
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