
Robust Shuttling Compilation for
Trapped-Ion Quantum Computers

Daniel Schoenberger1 Robert Wille1,2,3

1 Chair for Design Automation, Technical University of Munich, Germany
2 Munich Quantum Software Company GmbH, Germany

3 Software Competence Center Hagenberg GmbH, Austria
daniel.schoenberger@tum.de, robert.wille@tum.de

Abstract—Scalable trapped-ion quantum computers are ex-
pected to rely on two-dimensional grid architectures, in which
ions are shuttled through a device with multiple junctions. These
junctions are a known bottleneck and may become degraded,
disabled, or otherwise unavailable, yet existing shuttling compi-
lation approaches effectively assume an intact routing structure
and do not address this failure mode. In this work, we introduce
a robust shuttling compilation approach for trapped-ion QCCD
architectures to close this gap. Our method extends existing
shuttling compilation by a defect-tolerant path-based recon-
figuration mechanism and combines it with prior cycle-based
reconfiguration in a hybrid cycle–path strategy. This preserves
efficiency when suitable cycles remain available while retaining
functionality when junction failures disrupt the topology. We
implement the approach in an open-source compiler and evaluate
it under random and clustered defect patterns. The results show
that the hybrid strategy preserves functionality in scenarios
where cycle-only shuttling fails, while incurring only moderate
overhead across different architecture scales, occupancies, and
representative benchmark circuits. The evaluation furthermore
provides a first systematic view of how increasing numbers of
junction failures affect trapped-ion quantum computers.

I. INTRODUCTION

Recent years have seen substantial progress in quantum
computing hardware, steadily increasing the scale and quality
of available devices. Fault-tolerant, large-scale quantum com-
puters would have transformative implications for areas such
as cryptography [1], search [2], and quantum simulation [3].
Moving beyond small proof-of-concept systems toward scal-
able architectures requires advances not only in hardware, but
also in the software methods needed to operate, control, and
compile for increasingly complex quantum devices.

Trapped-ion quantum computers are among the leading
platforms for quantum computation, and the Quantum Charge
Coupled Device (QCCD) architecture is a promising route
toward scaling them beyond small linear chains [4]–[6] and
into error-corrected territory [7]. In QCCD systems, ions are
shuttled between zones to realize all-to-all connectivity while
allowing different zones to be optimized for their respective
functions and control requirements. As architectures scale, this
naturally leads from linear layouts to two-dimensional devices
with junctions, where ion movement becomes a core systems
problem rather than a secondary control task.

Junctions are a known hardware bottleneck in trapped-
ion shuttling architectures. Compared to motion along linear
segments, transport through a junction is more demanding
because confinement can be significantly reduced there, which
increases susceptibility to noise and waveform imperfections
[8]. In addition, differences in stray fields can cause heating
and, in adverse cases, even ion loss during transport [9]. This
increased sensitivity is reflected experimentally: junction trans-

port has been observed to induce substantial motional excita-
tion, with reported axial heating of 37–150 quanta per traverse
in a Y-junction trap [10]. Although recent demonstrations have
greatly improved performance, they still identify junctions as
particularly delicate and discuss heating, mode mixing, and
the onset of coherent excitation under aggressive transport
conditions [8], [11]. Therefore, a scalable compilation stack
should not rely on all junctions being equally available at
all times, but should be able to route around degraded or
temporarily unusable junctions when necessary.

This has direct consequences for compilation. Existing
trapped-ion compilation approaches optimize mapping, rout-
ing, and shuttling for a given device layout, but they ef-
fectively assume that the whole device remains intact and
routable [12]–[18]. In particular, recent cycle-based shuttling
approaches for QCCD architectures rely on the existence of
closed loops in the memory zone and exploit them to resolve
movement conflicts efficiently [19], [20]. Once junctions are
unavailable or no longer safely usable, these cycles can be
broken, and the underlying routing logic may fail even though
large parts of the device remain operational. Thus, optimizing
shuttling only for the ideal, fully functional architecture is
not sufficient; scalable trapped-ion compilation also requires
robustness against defects and degraded transport topology.

In this work, we address this gap by introducing a robust
shuttling compilation approach for trapped-ion QCCD archi-
tectures under junction failures. To the best of our knowledge,
this is the first work to treat failed or disabled junctions
as a compilation constraint in shuttling-based trapped-ion
quantum computing. Our approach extends existing shuttling
compilation by a defect-tolerant path-based mechanism that
enables reconfiguration even when junction failures disrupt
the device topology. Based on this, we develop a hybrid
cycle–path strategy that preserves the efficiency advantages of
cycle-based shuttling whenever suitable cycles remain avail-
able, while falling back to path-based transport otherwise.
We implement our strategy in an open-source compilation
tool as part of the Munich Quantum Toolkit (MQT) [21] at
https://github.com/cda-tum/mqt-ion-shuttler and demonstrate
that the proposed hybrid cycle–path approach preserves func-
tionality across different architecture scales and a range of
relevant benchmarks. We further use this tool to systematically
analyze, for the first time, how increasing numbers of junction
failures affect shuttling-based trapped-ion quantum computers.

The remainder of this paper is structured as follows:
Section II provides the necessary background; Section III
introduces the considered junction-failure model; Section IV
presents the proposed robust shuttling approach; Section V
reports the evaluation; and Section VI concludes the paper.
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Fig. 1: Overview of the robust shuttling compilation flow. a) and b) show the circuit and QCCD architecture together with their
graph abstractions. c) and d) illustrate the two reconfiguration primitives, namely cycle-based and path-based reconfiguration.
e) and f) show how junction failures can require switching from cycle-based reconfiguration to path-based reconfiguration.

II. BACKGROUND

This section summarizes the aspects of trapped-ion quantum
computing, the QCCD architecture, and prior cycle-based
shuttling that are most relevant to robust shuttling compilation.

A. Trapped-Ion Quantum Computing

Trapped-ion quantum computers use individual ions as
qubits, confined by electromagnetic fields in ion traps. A key
advantage of this technology is that ions can be physically
shuttled through the device. In contrast to architectures with
mostly fixed connectivity, this mobility enables flexible inter-
action patterns and makes trapped ions a promising platform
for scalable quantum computing. At the same time, ion move-
ment must be carefully coordinated to avoid additional runtime
and decoherence overhead.

B. QCCD Architecture and Shuttling Constraints

A leading scalable architecture for trapped-ion quantum
computing is the Quantum Charge Coupled Device (QCCD)
architecture, which partitions the trap into specialized regions.
Besides others, ions may be stored in memory zones (MZs)
and shuttled to processing zones (PZs) for gate execution.
This separation allows different regions of the device to be
optimized for their respective functions.

In this work, we consider QCCD architectures with a
two-dimensional, grid-based MZ composed of trap segments
connected by junctions. PZs may either be embedded into
the grid or placed outside of it. Following the architecture
considered in [20], we focus on grid-type MZs whose PZs are
attached at the boundary.1

A central feature of QCCD architectures is that qubit
connectivity is realized by physically moving (shuttling) ions
through the trap. However, transport must respect the geometry
and capabilities of the device. In particular, ions in a com-
pletely shielded MZ cannot simply pass through one another
or be arbitrarily swapped in place. Instead, ion movement must
be realized by coordinated shuttling operations through the
available trap segments and junctions.

1The following considerations carry over analogously to architectures with
PZs embedded into the MZ grid. Such devices are, e.g., considered in [22].

C. Cycle-Based Shuttling Compilation

To compile shuttling operations in such architectures, prior
work [19] abstracts both the device and the circuit as graphs.
The circuit is represented as a directed acyclic graph, while
the architecture is modeled as an undirected graph where
junctions correspond to nodes and trap segments to edges, as
illustrated in Fig. 1a) and Fig. 1b). Ions are placed on these
edges and must be rearranged to move between zones of the
QCCD layout. Compilation therefore amounts to translating
the movement requirements induced by a quantum circuit into
shuttling operations on this graph.

A key challenge in this setting is that multiple ions may need
to move at the same time, but reordering them is non-trivial
because one ion cannot simply move past another. To address
this, prior work introduced a cycle-based shuttling strategy for
grid-type memory zones [19]. The central idea is to exploit
the regular loop structure of the grid. When a target ion is
blocked by other ions along its intended route, the algorithm
constructs a closed cycle containing both the target ion and
the blocking ions. In one time step, all ions on this cycle are
rotated forward by one position, allowing the target ion to
advance while simultaneously moving blocking ions aside.

This approach is particularly effective in intact grid archi-
tectures, since such layouts naturally provide many rectangles
which can be used as cycles. Moreover, multiple such cycles
can be executed in parallel as long as they do not overlap, i.e.,
as long as they do not share edges or junctions. The higher
compilation layer then decides which ions are prioritized ac-
cording to the quantum circuit and which cycles are executed.

Example 1. Consider a 5 × 5 grid with two PZs, as shown
in Figure 2. In a given time step, several cycles are pairwise
disjoint, that is, they share neither edges nor nodes. Hence,
all of them can be executed in parallel within one time step.

The cycle-based strategy implicitly relies on the existence
of intact loops in the graph. Once junction failures remove
routing intersections, these loops may be broken, and the
assumptions underlying cycle-based shuttling no longer hold.
This motivates the robust path-based extensions introduced in
the remainder of this work.



III. FAILURE MODEL

To study robustness against hardware imperfections, we
model junction failures by removing the corresponding nodes
and adapting the graph abstraction accordingly. This captures
failures directly on the routing structure used for shuttling
decisions.

A. Graph-Based Defect Model
Let the MZ be represented by a graph G = (V,E), where

nodes V correspond to junctions and edges E to trap segments
between adjacent junctions. Since several trap segments may
connect the same pair of neighboring junctions, multiple edges
between two nodes are allowed. A junction failure is modeled
by removing the corresponding node from the MZ graph. The
incident trap segments are not removed, however. Instead,
they remain as terminal edges which are still connected to
a neighboring non-defective junctions. Thus, a failed junction
is removed as a transit point, while the adjacent trap segments
are preserved as possible ion locations.

Formally, let D ⊆ V denote the set of defective junctions.
For each v ∈ D, the node v is removed from the graph, while
its incident edges are retained as leaf edges whenever they
remain reachable through the remaining transport structure.
Defects may occur at arbitrary junctions of the MZ. In contrast,
the PZs and their entry and exit connections are assumed to
remain available.

In this work, we focus on defect instances that preserve
overall functionality of the architecture. Concretely, we only
consider instances in which every remaining edge still has a
path to a PZ via non-defective junctions. Under this model,
junction failures reduce local routing flexibility without neces-
sarily removing the corresponding trap segments. In particular,
they may break cycles, create dead ends, or force traffic
through narrow corridors. These effects are especially relevant
for cycle-based shuttling, whose applicability depends on the
existence of intact loop structures in the MZ graph.

B. Defect Patterns
In the evaluation, we instantiate defects using two patterns.

Random junction failures: Each eligible junction fails
independently with a given probability. This models dispersed
manufacturing imperfections or hardware degradation and
provides a baseline view of average-case robustness.

Clustered junction failures: Failures are spatially con-
centrated in a localized region of the MZ. This captures
scenarios in which neighboring junctions are affected jointly,
for example due to localized defects or damage.

Together, these patterns cover both unstructured and local-
ized topological damage and enable a systematic evaluation of
how robustly the shuttling strategy copes with junction failures
and the impact of different defect scenarios.

IV. ROBUST SHUTTLING

The cycle-based shuttling strategy described in the back-
ground section is highly effective on intact grid-type MZs,
but its applicability depends on the availability of suitable
cycles in the routing graph. Under the defect model from
Section III, this assumption no longer always holds. Removing
junctions from the graph may break previously usable loops,
create dead ends, or leave ions in regions where no local
cycle can be constructed. To preserve functionality under such
failures, we extend the previous shuttling approach by a second
reconfiguration primitive that does not rely on loop structure.
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Fig. 2: Illustration of path-based reconfiguration under a junc-
tion failure. The left panel shows the full QCCD architecture,
and the highlighted region is enlarged on the right. In Fig. 2a),
a defective junction prevents constructing a suitable local cycle
for the ion on edge e34 moving to e42. The blocked move is
therefore resolved by shifting ions along the highlighted path
toward the free edge e53, as shown in Fig. 2b).

A. Path-Based Reconfiguration
We consider the same graph abstraction as in Section III. Let

G = (V,E) denote the MZ graph after removing the defective
junctions D ⊆ V , and let Ft ⊆ E be the set of free edges at
time step t, i.e., the unoccupied edges of the MZ.

In the same way as for cycle-based shuttling, path-based
reconfiguration is invoked whenever an ion is blocked, that is,
whenever the next edge on its intended route is already occu-
pied and the move therefore cannot be executed directly. Let
e0 ∈ E denote the blocked edge. In contrast to the cycle-based
approach, which attempts to resolve such a conflict by rotating
ions along a closed loop, the new strategy resolves it by
shifting ions along a simple path toward a reachable free edge.

Example 2. The MZ configuration illustrated in Figure 2
shows a defective junction next to an ion that is to be
transported toward a PZ. As shown in Fig. 2a), this defect
prevents the construction of a suitable cycle. By instead
shifting ions along a simple path toward a reachable free edge,
as illustrated in Fig. 2b), the congestion can be resolved and
the blocked movement can proceed.

More precisely, starting from e0, the algorithm performs a
breadth-first search on the current defect graph and selects the
first reachable free edge f ∈ Ft. It then computes a path

P = (e0 → e1 → · · · → ek = f)

from the blocked edge to f . Executing this reconfiguration
shifts all ions on P by one position toward f , so that the
ion on ek−1 is moved onto f , the ion on ek−2 is moved onto
ek−1, and so on. As a result, e0 becomes free and the originally
blocked move can proceed.

This primitive only relies on connectivity and the existence
of a reachable free edge. It therefore remains applicable even
when defects have destroyed all suitable local cycles. In
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Fig. 3: Illustration of the hybrid cycle–path reconfiguration
strategy. Two blocked ions require reconfiguration before
shuttling can proceed. For one, the highlighted path (red) is
longer than the corresponding cycle and would move two ions
on e11 and e19 opposite to their intended directions, so the
hybrid strategy selects the cycle-based rotation. For the other,
the highlighted green route provides a short path to a reachable
free edge, so the conflict is resolved by a path-based shift.

particular, it can handle dead ends, broken loops, and irregular
routing regions caused by failed junctions. Its main limitation
is that it requires space in the memory zone: if no free edge
is reachable, path-based reconfiguration cannot be applied.

B. Hybrid Cycle–Path Reconfiguration
Cycle- and path-based reconfiguration are complementary.

Cycles can resolve local conflicts without requiring a free
edge, which makes them particularly useful at high occupancy.
However, it depends on the existence of a valid cycle in
the current routing graph. Path-based shuttling, in contrast,
remains applicable on arbitrary connected defect topologies,
but requires a reachable free edge. To combine the advantages
of both, we introduce a hybrid strategy that selects locally
between a cycle-based and a path-based reconfiguration when-
ever an ion is blocked.

Let e0 ∈ E again denote the blocked edge. For this blocked
move, we construct up to two candidate reconfigurations.

The first candidate is the path-based reconfiguration πP . If
a reachable edge f ∈ Ft exists, the algorithm computes a path

P = (e0 → e1 → · · · → ek = f)

and defines πP as shifting all ions along P toward f .
The second candidate is a cycle-based reconfiguration πC .

Here, we use the same cycle-construction principle as in prior
work [19], but apply it to the defective graph. Concretely, the
algorithm attempts to construct a simple cycle

C = (e0 → e1 → · · · → em → e0)

that contains the blocked edge e0. Executing πC rotates all
ions on C forward by one position. Under junction failures,

such a cycle may no longer exist, or it may require a longer
detour than in the defect-free case.

Example 3. The local routing situation shown in Figure 3
contains two ions whose next intended moves are blocked by
other ions. In this setting, both a cycle-based reconfiguration
and a path-based reconfiguration are feasible: the former
rotates ions along an intact local loop, while the latter shifts
ions along a simple path toward a reachable free edge.

If both candidates are available, the hybrid strategy selects
between them using a local cost model. Since each junction
can process at most one ion per time step, junction contention
is the main bottleneck. At the same time, a reconfiguration can
either support or hinder future routing progress, depending on
whether displaced ions move along or against their intended
directions. We therefore assign each candidate plan π the cost

Cost(π) = Njunc(π) +
Nagainst(π)−Ntoward(π)

Nmoved(π)
,

where Njunc(π) is the number of distinct junctions used by the
reconfiguration, Ntoward(π) and Nagainst(π) are the numbers
of ions moved toward and against their intended directions,
respectively, and Nmoved(π) is the total number of moved
ions. Normalizing by Nmoved(π) prevents the directional term
from growing only with the size of the reconfiguration and
thus stabilizes the heuristic cost across candidates of different
lengths.

The selected reconfiguration is then

π⋆ = arg min
π∈{πP ,πC}

Cost(π).

If only one of the two candidates exists, that candidate is
chosen. If both candidates exist and have the same cost, the
cycle-based reconfiguration is preferred. If neither candidate
is feasible in the current time step, the blocked ion remains in
place and the move is deferred to a later scheduling step.

Example 4. Consider again the situation shown in Figure 3.
For each blocked ion, the hybrid strategy evaluates the avail-
able candidates and selects the one with lower cost. In the
illustrated scenario, this results in a cycle reconfiguration for
one ion and a path reconfiguration for the other.

This hybrid strategy preserves the high-density capability
of cycle-based shuttling whenever a suitable cycle remains
available, while falling back to path-based reconfiguration
when junction failures destroy the local loop structure. Since
only the local reconfiguration primitive is replaced, all higher
orchestration and scheduling layers remain unchanged. In
particular, the scheduler still determines which ions should
advance, while the robust layer only decides how to resolve
a blocked move. As before, multiple reconfigurations may be
executed in parallel in one time step as long as their required
resources do not overlap, i.e., as long as they do not share
edges or junctions.

V. EVALUATION

We evaluate the proposed robust shuttling approach along
three axes. First, we study its feasibility under increasing
junction defect rates by comparing cycle-only, path-only, and
hybrid reconfiguration. Second, we assess the practical impact
on representative quantum circuits. Third, we analyze how the
performance overhead of the hybrid strategy scales with defect



TABLE I: Feasibility and normalized shuttling overhead of cycle-only, path-only, and hybrid reconfiguration under random
junction defects on a 5×5 grid architecture executing a random interaction circuit. Each cell shows the success rate (out of
10 runs) followed by the normalized time-step overhead relative to the defect-free cycle baseline. For the hybrid strategy, the
adjacent bars indicate the fraction of executed cycle-based and path-based reconfigurations.

Defect 50% Occupancy 75% Occupancy 100% Occupancy
Ratio Cycle Path Hybrid C|P Cycle Path Hybrid C|P Cycle Path Hybrid C|P

0% 100 (1.00×) 100 (1.02×) 100 (1.00×) 100 (1.00×) 100 (1.03×) 100 (1.03×) 100 (1.00×) 0 (–) 100 (1.04×)
10% 30 (0.94×) 100 (1.04×) 100 (1.00×) 10 (0.95×) 100 (1.05×) 100 (1.06×) 0 (–) 0 (–) 100 (1.06×)
20% 0 (–) 100 (1.00×) 100 (1.01×) 0 (–) 100 (1.10×) 100 (1.11×) 0 (–) 0 (–) 100 (1.10×)
30% 0 (–) 100 (1.00×) 100 (1.04×) 0 (–) 100 (1.11×) 100 (1.09×) 0 (–) 0 (–) 100 (1.13×)
40% 0 (–) 100 (1.07×) 100 (1.08×) 0 (–) 100 (1.16×) 100 (1.16×) 0 (–) 0 (–) 100 (1.30×)

TABLE II: Representative benchmark instances under a 40%
random junction defect rate (averaged over 10 runs and
normalized to the respective defect-free baseline time steps).

Circuit Grid Qubits Overhead
QFT 5×5 40 1.10×
Log. Tel. 8×8 41 1.09×
GHZ 10×10 100 1.02×

severity, architecture size, and occupancy, i.e., the number of
ions in the system, under both random and clustered defect
patterns.

A. Experimental Setup
We implement the proposed robust shuttling strategy

open-source within the MQT IonShuttler. All reported results
are given as normalized time step overheads relative to a
defect-free baseline on the same architecture and benchmark
instance, such that an overhead of 1.00× corresponds to
the original cycle-based shuttling approach without junction
failures.

We evaluate two defect patterns introduced in Section III:
random uniform junction failures and clustered failures. In
the random regime, eligible junctions fail independently with
a prescribed probability. In the clustered regime, defects are
concentrated in a localized region of the MZ. Results are
averaged over multiple defect realizations for each data point.
All experiments were run on an Intel(R) Xeon(R) W-1370P
CPU (@ 3.22GHz) with 32GiB RAM using Python 3.8.10.
Circuits are taken from MQT Bench [23] and translated via
pytket [24] to the native RZZ, RZ, RY, and RX gates used in
Quantinuum QCCD devices [6].

B. Feasibility and Adaptivity of Hybrid Reconfiguration
We first compare cycle-only, path-only, and hybrid reconfig-

uration on a 5×5 architecture under random junction defects.
Table I reports, for different occupancy levels and defect rates,
the success rate over 10 runs and the normalized shuttling
overhead relative to the defect-free cycle-only baseline. As
a benchmark circuit, we use a random layered interaction
circuit on n qubits with ⌈log2 n⌉ layers, chosen to keep
the benchmark shallow while still allowing the interaction
structure to scale with system size.

The results highlight the complementary strengths of the
two reconfiguration primitives. Cycle-only reconfiguration de-
grades rapidly once defects disrupt the local loop structure
of the grid. At 50% occupancy, for example, its success rate
drops from 100% in the defect-free case to 30% at a 10%
defect rate and to 0% for defect rates of 20% and above. At

75% occupancy, it succeeds in only 10% of runs already at
10% defects, and at full occupancy it fails in all evaluated
defect scenarios. This confirms that cycle-based shuttling is
highly sensitive to the loss of intact local cycles.

Path-only reconfiguration exhibits the opposite trade-off.
For 50% and 75% occupancy, it remains feasible in all
evaluated runs up to 40% defects while staying close to the
defect-free baseline. However, at 100% occupancy it fails in
all runs, consistent with the fact that no reachable free edge is
available to absorb a path shift in a fully occupied architecture.

The hybrid strategy combines the strengths of both ap-
proaches. It achieves a 100% success rate in all evaluated
scenarios, including full occupancy and defect rates up to
40%, while keeping the overhead moderate. Even in the most
demanding setting in Table I, namely 100% occupancy and
40% random defects, the hybrid strategy completes all runs
with an average overhead of only 1.30×.

The cycle/path ratios reported for the hybrid strategy further
show how it adapts to the available topology. At low defect
rates, a noticeable fraction of reconfigurations is still resolved
using cycles. As the defect rate increases, this fraction de-
creases and the algorithm relies increasingly on path-based
reconfiguration, matching the intended design of exploiting
cycles whenever available and falling back to paths once
junction failures destroy the local loop structure.

We note that a few normalized overhead values are slightly
below 1×. Since the overhead is averaged only over successful
runs and normalized to the defect-free baseline, some defect
realizations at low occupancy can incidentally lead to shorter
realized shuttling schedules than in the baseline case.

C. Results on Representative Circuits
We next evaluate the impact of severe defects on additional

representative circuits. Table II reports the normalized over-
head of the hybrid strategy at a 40% random junction defect
rate for GHZ-state preparation, a logical teleportation circuit,
and the quantum Fourier transform on different grid sizes.

The results show that the robustness observed in the syn-
thetic benchmarks also carries over to these concrete circuit
instances. GHZ-state preparation is affected only marginally,
with an overhead of 1.02× on a 10×10 grid. Logical telepor-
tation incurs a somewhat larger penalty, reaching 1.09× on an
8×8 grid, while the largest overhead is observed for QFT with
1.10× on a 5×5 grid. Overall, even at a 40% defect rate, the
slowdown remains moderate across all considered circuits.

D. Impact of Increasing Junction Failures
Finally, we study how the overhead of the hybrid strategy

scales with the defect rate, the occupancy of the MZ, and
the architecture size. We use the same random circuit as
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Fig. 4: Normalized shuttling overhead of the hybrid strategy under random junction failures (top Row, a-c) and clustered
junction failures (bottom Row, d-f). Results are normalized to a defect-free baseline and averaged over 100 unique topological
variations per data point.

in Section V-B. Figure 4 summarizes the results for 5×5,
8×8, and 10×10 grid architectures under both random and
clustered defect patterns. All values are normalized to the
corresponding defect-free baseline and averaged over 100
topological realizations.

Under random junction failures, the overhead generally
increases with defect rate, and this trend becomes more
pronounced for larger architectures and higher occupancy. At
low congestion (25% occupancy), the overhead stays close to
baseline up to moderate defect rates and rises more noticeably
at 40% defects, especially on the 10×10 grid. At moderate
and high congestion, this effect becomes stronger: larger grids
and higher occupancy require more additional shuttling steps
to route around dispersed defects. In the most demanding
random-defect setting shown, namely 75% occupancy on the
10×10 grid, the overhead reaches 1.42× at 40% defects.

Clustered failures have a smaller impact overall. Across all
three occupancy levels, the overhead under clustered defects
remains close to baseline for the 5×5 and 8×8 grids and
increases substantially only for the 10×10 grid at high defect
rates. Even there, the penalty remains below the corresponding
random-defect case.

Overall, the evaluation demonstrates that the proposed hy-
brid strategy combines the efficiency of cycle-based shuttling
with the robustness of path-based reconfiguration. It remains
effective in defective architectures where cycle-only shuttling
loses feasibility, adapts to the available routing structure, and
keeps the resulting overhead moderate across both synthetic
and representative circuit benchmarks.

VI. CONCLUSION

We presented a robust shuttling compilation approach for
trapped-ion QCCD architectures with junction failures. Our
method extends prior cycle-based shuttling with a path-based
reconfiguration primitive and combines both in a hybrid
cycle–path strategy. In this way, it uses efficient cycle-based
reconfiguration whenever intact cycles are available and falls
back to path-based reconfiguration when junction defects
break the local loop structure.

Our evaluation shows that this hybrid strategy remains
feasible in defective architectures where cycle-only shuttling
fails, while incurring only moderate overhead across different
grid sizes, occupancy levels, defect patterns, and benchmark
circuits. These results show that shuttling-based trapped-ion
architectures can be compiled robustly even in the presence
of substantial junction failures.
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[13] O. Keszöcze, N. Mohammadzadeh, and R. Wille, “Exact physical
design of quantum circuits for ion-trap-based quantum architec-
tures,” 2021 Design, Automation & Test in Europe Conference &
Exhibition (DATE), pp. 344–349, 2021.

[14] A. A. Saki, R. O. Topaloglu, and S. Ghosh, “Muzzle the shuttle:
Efficient compilation for multi-trap trapped-ion quantum comput-
ers,” in 2022 Design, Automation &; Test in Europe Conference &;
Exhibition (DATE), 2022, pp. 322–327.

[15] T. Schmale et al., “Backend compiler phases for trapped-ion quan-
tum computers,” in Int’l Conf. on Quantum Software, 2022.

[16] F. Kreppel et al., “Quantum circuit compiler for a shuttling-based
trapped-ion quantum computer,” Quantum, vol. 7, p. 1176, 2023.

[17] C.-M. Chang, J.-H. R. Jiang, D.-W. Chiou, T. Hsu, and G.-D.
Lin, “Quantum circuit compilation for trapped-ion processors with
the drive-through architecture,” IEEE Transactions on Quantum
Engineering, pp. 1–14, 2025.

[18] D. Schoenberger, S. Hillmich, M. Brandl, and R. Wille, “Using
Boolean satisfiability for exact shuttling in trapped-ion quantum
computers,” in Asia and South-Pacific Design Automation Conf.,
2024.

[19] D. Schoenberger, S. Hillmich, M. Brandl, and R. Wille, Shuttling
for scalable trapped-ion quantum computers, 2024. arXiv: 2402 .
14065 [quant-ph].

[20] D. Schoenberger and R. Wille, Orchestrating multi-zone shuttling
in trapped-ion quantum computers, 2025. arXiv: 2505 . 07928
[quant-ph].

[21] R. Wille et al., “The MQT Handbook: A Summary of Design
Automation Tools and Software for Quantum Computing,” 2024.
arXiv: 2405.17543, A live version of this document is available at
https://mqt.readthedocs.io.

[22] D. Schoenberger, J. Hilder, F. Schmidt-Kaler, and R. Wille, “Shut-
tling for trapped-ion quantum computers with embedded processing
zones,” in QSW, 2025, pp. 123–129.

[23] N. Quetschlich, L. Burgholzer, and R. Wille, “MQT Bench: Bench-
marking software and design automation tools for quantum com-
puting,” Quantum, vol. 7, p. 1062, 2023.

[24] S. Sivarajah et al., “T—ket〉: A retargetable compiler for nisq de-
vices,” Quantum Science and Technology, vol. 6, no. 1, p. 014 003,
2020.

https://arxiv.org/abs/2305.03828
https://arxiv.org/abs/2404.02280
https://arxiv.org/abs/2402.14065
https://arxiv.org/abs/2402.14065
https://arxiv.org/abs/2505.07928
https://arxiv.org/abs/2505.07928
https://arxiv.org/abs/2405.17543
https://mqt.readthedocs.io

	Introduction
	Background
	Trapped-Ion Quantum Computing
	QCCD Architecture and Shuttling Constraints
	Cycle-Based Shuttling Compilation

	Failure Model
	Graph-Based Defect Model
	Defect Patterns

	Robust Shuttling
	Path-Based Reconfiguration
	Hybrid Cycle–Path Reconfiguration

	Evaluation
	Experimental Setup
	Feasibility and Adaptivity of Hybrid Reconfiguration
	Results on Representative Circuits
	Impact of Increasing Junction Failures

	Conclusion

